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ABSTRACT

This thesis discusses a file system specitically intended
to manage source data ftiles. Ths motiv&tlon for this file
system was dissatistaction with the facilities providsad bv
existing file =2diting systems; the new tfile system is
intended to provide a 9powerful set of tfile management
tacilities to allow ¢ censtruction of a more flaxikle

=
P

e
L]
o+

editing system.

The two most important features of this fils system are
the ability to perform direct wupdating ot data, and the
management of hierarchlies of files, Direct updating of data
eliminates +the copying of files raguired to pertorm =2diting
functions on seguantial fiales. Threse major aspects ©o the
hierarchical support are discussed. The use of a hisrarchy
allows fcr a supdivisicn of data in a way that matchsas tha
user's loglcal subdivision., In addition, the hierarchy is
menaged in such a way that an entire subssction of the
hisrarchy may be processed as a unit, The hisrarchy
provides a logical base tor inherited attributes and pass-
yord prctection,

After the limitations o0f existing editors, and +the
facilities to pe provided, are discussed, an actual imple-
mentaticn of such a file system is presented 1in *brc; parts,
First, the storage gstructures for providing che dirsct
updatiang and file hierarchy capabilitiss are dlsulo*e'.
Secondly, th®2 techniques ussed for maintaining integrity of

the user data are presented. Finally, the performancs level
attained by such a file system 1is discussed and shown tc¢  he
comparible to that of existing editors.
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"KODBUCT ION

¥ith th2 advent of wore powerful and ch=apsr computer

hardware, there has been a correspcendingly gresater use of
12 4 o

general purpose time-sharing svstems. Such systems provide

each user with a conmputer terminal frem which he can

interactively and in real time enter commands and data to

the computer system and can interrogate the computer systen,

1t 1s now common for many manufactursrs +to supply such a

general time-sharing system as part of
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o+
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4

major softuara

offerings with a batch stream as an additional more =minor

J

component, This 1. even true for small minicomputer sys-

(6]

¢

n b

=2

temss. tor =xanmple,
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gquipment Coeorooraticn?®s

[

RsX-11 [DEC 1] series of cperatlng systems for the PDP-11
[DEC 3] computer system, which 1s a mnminicompuiser sSysten,
only the largest version of the system even providss a batch

capability at all,

One  of the most widely used components of such a
time-sharing system 1is the scurce editor, which provides

suppert for the entry and €diting of scurce data. The term

Tsource data® 15 used to mean data in @0

ftorm procduced directly by human af
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by the operating system. Since the simplest ftyps of file is
a seguential series ¢t records, ths editor dinvariably
supperts  the user's data only as a ssguential file to which

random editing operations cannot Le applied directly. Thus,
while editing, the =ditor normally copiss the user's tile to
a specially c¢rganized {i. €., non-seqguential) vorx ftile,
edits the copy, and then rewrites the user's file when he 15
finished. If the computer system tails for some reason (for
example, due to a power failure), the user 'may lose the

changes pericrmed during that session.

£

The editors in use yprovide a fairlv standard set  of
editing oparations, Records may  be listed, inserted,

deleted, altered, copied, moved and renumber=d,

3
"’7

reraticn

V’J}

on entire files, such as listing, deleting, copving, and
moving are alsc allowed, although these cperations are olrten
provided directly by the time-sharing system rather than by
the editor 1tself, sance they are of general application,

and are not spacitically ussd for sditing purposes,

Unfortunately, while a great deal of study and sffort has

particularly in thz areas of procsess management, scheduling
oy £ ol 4

apd storage mansgemn2nt, almest nc mention 1s @ver aven nade
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ot the editing system, although it is that part of ths

{

System that 1s most visible to the user. Yor example, ar

eaxanination of the reat amcunt of documentation on the

W

MULTICS system [Organick 1972], which is probably the best
known operating system i1mplemented by someone cther than a
computer manufacturer, vields almcst no information akout
tha editing system's capabilities, As another example of
the little attention given +c editing, Ritchisz and Thompson,
in their description of +the ctherwise interesting UNIX
system [ Ritchie 19747, fail =ven to mention the editor even
thouqh’(using their cwn tlgures in the sSame paper) the
editor was the meost heavily used ccommand and alsoc was ons of

the largest consumers of system rescurces,

The g¢gcal o©of this thesis, then, 1s to study the design,
irplementation, and performance cf a file systam providing

puch more sophisticated ftile manipulstion facilities for the

{

edlting system than these currently found in use, The "tile
system” includes all that support software which provides

data management services for the editor, in contradistinc-

tion to the editing function itself which includes the

o3

editor ccmmand language analysis and the actual altering and

acguisition ot data.



Chapter 1

i

The major thrust of this thesis will b= to demcnstrats

t

the practicality and cost of a mcre powerful file system by

the constructicn ot an actual file system dimplementing the
new 1d2as. An actual file system, callsd the W¥etwork Access
Method {(NAM) , has Dbeen implemented by the authcr and is in
use providing facilities for the MANTIES =aditing systen
[ Zarnke 19787, Th2s entire system has not psen impiemented

just to demonstrate the workability of the new ideas hut is

in production as a major editing system for a current user

populaticn of approximately 600 users at the University of
Manitopba., The advanced features of the NAM file

allcwad the constructic

(=
g

v ¢t an edlting system possessing

many nevw featires over existing editors; the construction of

)

NAN was motivated by the fact that the desired featuras of

the =2ditor could not pe 1irmplemented using the existing

operating systen, Yote, however, that 1t is not tha

}..J.

ntention ok thls thesis t¢ discuss the actual features or

ccmmands wupplisd by the BANIES editor.

2

The thesis will bagain in chapter 2 by discussing thesa

U

features suprlied for existing editoers, and those additional
features which are provided by NAM, as well as justification
b2 new facilities,., Chapter 3 will discuss the sxternal

intarface *o NAM:2 that 2

53

y Lhese fesatures supplied to the

2ditor by ths tils systen, This 1s not tO0 say that NLY



Chapter 1

1

2x13ts8  solely for uase by editcors; in fact 1t should be

v

accessible ¢ proygrams gensraily, Howevaer, most =2xapples
and Justifications are pased on the existence cf an editor
as the 1inveking program, 1n chapter 4 +the storage stiou

tures wused tc i1wplement the featurss provided will be

discussed, while chapter 5 discussss a special aspect of

t

Ttil= systems providing a direct updating capabilitys that of

ntegrity of the user data across system fai-

[

maintaining

lures. Chapter 6 discusses the performance and practicality

]

of the NAY tile system, using experimentally gathsred data.

258 *the

Chapter 7 summari
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The tirst step in the consiructicn of any software systen

1s to acquire a knowledge of what the system is intended to
do. This chaptat, then, presents a general discussion of

the actions ot the file system. MNore specific details will

fellow in  th: next chapter but here is presented the

{L

backgrourd and motivation for ths ideas which torm its
basis. The functions which are discusssad hero are crucial

combpination of functions

®

to the entire file system - th
discussed here provides the need and Justificaticn of +he

ince *the decsgired collesction of features does

in

tile systen
not £xist olsswheare, Tha remainder of the thesis yiil

present the ditficul*tles inb

[}

Tent in the inplementation of

(=]

the given fuanctions,

o}
o
+
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Before starting the discussicn proper it 13 importian
distinguish the file system supplying the data storage
tacilities from the actual editor., The important CORCESInS

for this thesis arse not the

16
I
t
jo)}
ke
)
ot
“
ol
n
]
O
P
{
[l
)
o+
O
[

comnmands, but rather the tacilities rrovided by tha file
2 I 4

n
<
U
&F
6]

tem to the editor, used to wmanage the storage and

retrisval of files and Tecords. The function of the aditor



is to 1gtar;
commands. Thesse commands are translate
the file system parform certailn data
The zctuwal editor is impcrtant only in
providas to its users dictat¢€ and not
providesd by the tii2 system - 1t 1s th
sophisticated editor that Icrces th
similarly sophisticated file systen
not important for these discussicns whe

1s 1n fact part of, and unigue to, the

18 a g=2neral Ifunction supplied by

although it makss sense to separats it

t0o make the distinction in tunction betyw

ftile system clear 1t can be said th

U

{

commands from 1ts users and perfcrms op
records - the actual location of
seccondary sStorage media and the transft

from the editor?s work areas 1is ftThe re

file systen. The editor should hav

s3tore the data - it
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Chapter 2

A briet histery of eaditing systems 1s useful to bring

tegather those tunctions suppliesd by 2xisting tile svstens,

O

in
o
o]

Sourcs file =2diting svsten ve besn in reguler use since
g o

[

the early 1960%'s, In collecting a list c¢f features desired
in  designing a new file system i1t thus would be zxpected to
tind a large variety ot 1deas and techniguess in use by the
fairly large number of +timesharing systems in use oc

previously an usé&, Untortunately, however, this is not the

+

case. For exanmple, there 15 a remarkable similarity between

0]

&

the features supported DRy the Compatible Time-Sharing System
[Corpbato 196271 in us2 1n the early 19607's and thcse provided
by modern day systems such as IBM*s TS0 [IBM 1,27, *he
BULTICS system [ Organick 19727, or UNIX {Ritchis 19747,
¥hile a substantial awrcunt c©f work has been done ian other
arceas o1 operating systems architecCture, almost no original

ideas have Dbeen presented 4in  the
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design cr scurce file editing.

Thus 1t 1is

supplied by

oy
v
0N

operated upon by editors are read by other programg such

ccrrpilers the f1l=2s used are these generally provided by
£ ¥ b/ 4 &

File Svsitem FPunctions 12



the opsrating system as a  whole. In fact, +the ifsatures
provided Dby editing sSystewrs are lnvariably linked to thcese
ot the hest operating systenr; for exanmple, in  an oparating

it

system not oproviding seguence-pumbered records in fils

in

wouid be very unlikely %o find an editor vwith ssegusnce
numhered recozds,. Thus a discussion of editor fgaturas is

to a large degree a discussicn coif the file systens provided

o
g

oparating systenms.,

The mcst comuwon types o¢f files are ssguential files:

files cortaining an orderaed set ¢t records. Consequantly,
most editors are designed to oparate on such files., The
user may select a fZile and then perform a standard set  of
operaticens upcn  rscords  1n the Tile, TheSes operatiocns
include lasting, insertion, dsleticn, altaring, O vVing and
copving ¢t Tecords. Sopetimes the records of a file are
rdentified by unique segusnce nukbers; in other aditors the
records are @not explicitliy numbered., In either cass, the
sequential ordering of the records is important. No cther

structuring of the rscords
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a record by 1ts sS2guence number or by scanning a s2t of
records in order to tind one kased on content, Cnly one
tile wmay be edited at a tims, thus making guite difficult

inter-tile operations suCh as making the Sam2 changs  to

o

il2 System Functions 13



Since saguential  files as ussd by the aditor are not
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suitaple tor th=s addition and delation

3

effort wrust be mnmads by the editor and its tile systanm to

y

maks changes. Conssquently, the file must firs*t bhe copied

to a specially organized internal work ftils waintainsd by

u

s

the editer?s file systen, This internal work fil

{
ot

4]

organized 1n 3uch a way that insertions and daletions can b
pertformed upon 1it, The editing chahges are thus made

against the work tile; when all desired changses havse Lsen

H

made the work file 1s copied back tco the permanent copy kept

o

irn  sequential crder that can be accassed by all the other
Frograms in the systam., This copying and saving back of the
file i1is =slow and wcostly in machine resourcss and is
especially anncying 1f +the user wishes to make only a tew
changes (Oor €ven jJust tc list parts of the file). This
copying to a work file 1s also the reascn that the user may
2dit only ona tile at a time - all files to bs edited would
have +to Dbe copiled fto internal work files tirst. Thus the
user 1s discouraged (by the time taken) from switching from

gditing cne ftile fo editing ancth

®

r. If, for example, vwhile
gditing one file he notices he neads to mAKe sSoms mINOT
change t¢ another file he c¢annot =e2asily 4o this, In
addlition, 21f some problem such as a systam failure or power

fairlures cccurs hes may lcse scme or all of his changss since

Fil2 Systeswm Functions 14



Chapter 2

the editor work fils mav be lost or may be difficult to

®

retrisve,

One featurs very usseful for =editing systems 1is  the
ability to associate attributes with files. A system which
supports, pot=sntially, a diversitied seot of files, ne=ds to
allow files to differ in scme respects; that is, the files

are not necessarily completely unitfcrm, TFor oxan

]
’_-.I
¢V}

«
ﬁ
[©}
>4
o

tiles would ccntain both upper and lowsr cass text while

frogranm sourcse files might ncrmally contain taext in only ons

{

cas2., Some seditors have the ability %to associate such

attributess with 1ndividuadl t#iles in crder that the attri-

“

cutes be applised automatically withcut extra user effort.
In this Way, thne editor <can make any adjustments to its

operation {such as converting the us=2ris i1nput tc a single

cass) augtomatically. These =attributes have no intrinsic
meaning for the file system, Dbut since the attributes aust

ilmportant to restore a filile to 1its stats at soms  earlier

time. For example, a wuser may <*Try sSome changes to an

w - b 4 T + - -
Fi1l=2 Svstem Functions 15



Chapter 2

algorithm, only to discover that the old one was battar, and

tha

o

[¢Y]
o)

he may wish to ¢

0}

turn to the ol1d torm, Having ssveral

£i4

@]
=
jot]
[ma

versions

M
W

alsoc allows the user to k=22p a production

working v

D

~
i

)]

icn of a pregrawm and a cuarrent version being
altered. This tacility can easily (but not efficiently) be

obtained by making a

"(‘J
b+
jo}}
h
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ja-
(4]
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1
D

LYy © altering zit.

Editing systems which support the tacility r2ly upon operat-
ing system facilities tor Xeseping multiple coples of a file.

For exanmple, a ussr of IB#'s O0S/VS seris of opsrating

Ul

systems can uss generation data groups [ IBM 3] to k=2ep track

of versions ot a tile, while users of DEC operating svysioens
' £ 2z

-

such as R5X=11 [ LEC 1] are given a direct version facility

for all ot +their tiles. A morz efficient tTechnigus

~h

or
ipplementing varsions will be descritsed later in  this

thesis,

One of the mwmost 1important concepts in file management
systemns, although one which 1s usuvally @xternal to editing
systaems, 18 thée ability to create hierarchical sitruciurss to

relate files. A user ot a computer systen normally has sets

of files which are related to cach other; for examplz, a
N 7

programn source file, an input data file, and a dcoccumentation

fi1le, all pertaining to one singls projsect,. Virtaally all

operating¢ systems allow the ccnstruction of a f£ile hisrarchy
to @xpress the natural relaticns Dbetween filoes, For
File Functions 16




Chapter 2

example, a usar may Ccreate a hierarchical structure such as:
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which defines files related to two projects. A hiervarchical
structure such as this bas many advantages; it provides a

logical structuring of data; 1t provides a natural mechanisn

]

1ghts

tor 1ryplementing naming conventions and proteciion

-
¥

and it provides a means for referring tc a relat

(8

d group of
fales as a unit, Unfortvnately, existing editing Sysiens
are not capable ot desaling with such a ‘hierarchy and

consequently psrmit the editing cf only the bottom files.

If a user wishes to alter all occurrances of a tg
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in saveral files, he mwmust edit =2ach i1ndividual file

Before continuing on with the limitations of existing
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tew detrinitions and descriptions of

hisrarchies 1n gensral are in corder, Given & hisvarchical
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set ot files, such as that depictad here, sach participant

in the tres structurse is called a node.
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N

B1

NS
-
oV

Those nocdes appearing at the bottowm levsel and possessing  no

subdivisions are called leaves, {(C1, C2, C3, D1, D2, B3)

N 4
while the very top node is called the rocot {4) . Starting

e
o

with any node in the hierarchy and travelling upwards, all
nodes passed c¢n the way are called +the ancesters of the
given nods. {A and BT are the ancestors of C1), while the
immediate ancestor of a node 1is cailad its father. {B1 18
the father of C1). In a similar fashion, the nodes

immediately under a given node are callad its 30ns. {C1 1is

a son of B1). Ditfterent sons of thes same father will he
called brothers, {C1 and C3 are the prothers of C2).

In additica, hisrarchises 1pn which any nods the




root node) may have several fathers will be discussed, as

in;
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Such structurss will be referred to as netyworks; the nodes
C1 and D2 1in +this example will be reterred to as asitwork

nodes and they possess multiple fathers.

creation of networks), only the leaves themselves contain

any data. Tha ancestor
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purpose c¢f relating the leaves and assist in  naning  tham,
Zach node in the hierarchy 1is namned {(by the us2r); th=a name

by which a ncde may be referred to 1is that generated by

concatenating the names oi all 1ts ancestors, beginning with

o

the roct node, dcwn to the given nodes, Soms daliwei

er, such



as a ".", 13 g¢gengrally chosen to separate ths individual
namss in the overall name Thus 1n the last example, node

C1 could be nam=ad

A.B1.C1 on ALRB2.CH

depending upon which path 135 usszd to Teach the
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nam=2s A and B1 are said to
complate nana (3.B1.C1) i1s <Called a gualifisd pams, or

totally qualitfied name; the
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ame ¢t s2ach individual nods

called 1ts ungualitfied name; and a gqualified name in which

]

some of the Aancestor’s names are omitted 1is callszsd a

-

partially gualified nans, Foer example, the ungualifisd nanms

ot node D2 18 simply D2; totally gualified names ara

A.BZ2.D2 and A.B3.D2, and it has partially gualifiesd

A.DZ, B2.DZ2, or B3.D2.

Almost exclusively, existing cgerating systems provide

two choices for retrerring tc nodas of the hisrarchy, A

totally gualified name may be provided, or the usar is
allowsd to have a "current directory® which idsntifiss a

nods

H

in the2 hierarchy; he may refer to any sons using their

ungualitied npames. For exanmple, if a user ha

A current

4

diractory ot A.B71 he may refer tc C1 and C2 directly using
their ungualitisd names, or he may specity their full namnes

A.B1.C1T or A.BT1.C2, Generalliy two nodes in




may have the same {(ungqualitied) nawe &s long as the ranes
referring to thsem are daistinct, For exanmnple, using the last
hievarchy, node €2 ccoculd have hesn callied D1 since A.R1.01
is distinct frem AL.BZ2.D1, However, node C2 conld not havs

teen g¢alled C1 for then A.B1 would have two sons called C1.

222 LINITATIONS OF EXISTING EDITORS

This section discusses limitations of the facilities just
mentioned 1n existing editing systems. Since this thesis is
concsrnad with file wmanagsgent for =diting systens, no

discussion o0t 2ditor command language or syntax liamitations

o
.
o
O
s
o
<

en; only those facilitiss connectad with the

storage of data are relevant.

One of th2 major limitaticns 1n =2xisting editing systens

the fect tf

jes}

J
n

at they work c¢cn a tewmporary comy <¢f a file.

One disadvantage of this technidqus 1s that the copyving and
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saving back ¢f th t1le  1s slcw and c¢ostly 1in machinz

i,

resources, ant

b
;
4

egspecirally annoying 1f the ussr wishes to

make only a few changes. As mentioned previously, this cost

also discourages the user frzom switching frem one fils to
another; he cannct simply save his current position, make a



lett off. In addition, many of the copying =2ditors provids
no recovery procedurss after a system failure. After a

tailure, the +tewmporary copy of the file ig citzan lost and

hence the us=er must reenter all hkis changes up tc ths tinms
of failure. Tor all these reasons the file svsten described

1in +his thas?

i

1s a dairect updating editor; no copiss of

+
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Changes are made di

o
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ectly to the actual

¥nile most operating systens do provide facilities to

¢

manage hisrarchies of tiles, it is unfortunats tc notse that
existing s2ditors do not make uge ot such a teastura, Editing
systems only permit the editing of cns leai file of the

hisrarchy at a time; *the creation and ®anipulaticn of the

=

hiervrarchy 1s 2ntirely external tc the editor., Only the lea

nod2s  contain datag to the editor these l2at nodes ar

[t

completely independent. This limits +he us=sr in sSeveral
important ways; he cannot pertorm glcbal editing acrosg a

set of relatsed tiles, he cannot structure his data tc wmaich

o))

its logical structurang (fcr exawple, to subdivide progran

text intc functiconal blocks), and ccamon itenms such as  file

{

attriputes cannot be attached tc¢ groups of files, rather

than to individual files,

2]
3]
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HJaving an editor which can only operate upon thea leaf
files of a  hierarchy 1s scmrevhat resitirictive to the user.
The user 13 then unable to group his data in such a way that
the physical structuring matches the way in which the user
logically wviews 1%, The user views text, for syxanple, as

beaing composed of chapters, sections, and Tagr
! iy 7 o]
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rather than simply as a set ¢t records 1in S=guence.
Similarly, a prodgram 1s comgpcsed <¢i procedures, sections,

2tC. #ith the advent o©of such programming technigues as
structured programming, it conly maXes sense 1to physically
represent data according to its logical structurs. Sincs

rally thought of as hierarchic-

structured programs are gens
al, 1t ssems natural to use a hierarchy to represent suc

datas

£

In order to provids such a substructurlng facility to the

Q

user, 1%t 1s not sufficient merely tc provids the ability
manage hierarchies of tfiles (as other systems do) ; the

editor itself must handile such constructs. The user must hse

¢t
ey
)
et

a unit so

o
;
{

able to treat subportions ot the hierarcchy

he can perform aditing operatlions upon them. He also wants

)}

te *c treat each individual subsection as a unit

o

to D

4]

a

.

when 1t 1s mora convanient. {tcr &xanmple, to  reorder the
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A szcond limitation of the failur
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cy o editing. When

§

hierarchy has o do with the eff
the user is 1initially developing a program, he does a great
deal of editing cn it, Conseguently, he wishes to make this
as easy as he can for hiwmselt. If he were to break his
program up 1nto a number ot separate files (assuming that
the program is large encudgh to warrant this), ther he incurs
a serious pesnalty. This is because of the relatively high
cost of switching from the editing ¢f one tilse fo editing
another, especially 1in a cc?ylng editer, which pust make 2
copy of the tile pefore editing can comieence. To wmake the
same Changes *to Saparate secticons of data would =ntail the
user reentering his editing command saquencse for each fils
to whaich he wishad to make thess changes. Thus, for

gxample, to changé the name ¢f a variabl

0]

used in a program,

zither would have tc¢ store the in one file

1

[
o
D

to =di

fas

W

as a unit, or ¢lse repetitively edit =2ach subssc-

U

tion, gcing through the procedure ¢f copving =ach subsection

to a temrorary file, reentering the editing command

sequence, and cepying back the temrorary file for  =sacn
subsectlaon,. Needless to s8ay, this forcses the user into

using large files ftor greatest convenience,



hierarchies 1s thes editors? i1nabilit
specitic attributes ywith grcups of rel
with each individual data unit. Theasa
tc assign special characteristics %o
positions ussd ter inputting data &

maximum  length that 1s allowed fo

Ahile many #2ditors supply such atitribu

or another, they cannot be appligd t

1

)
¥
~

must he regpecified ftor e2ach individua

¢
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a an attribute {suc

[

to a

@]
O

Ui

wish
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use of lower and Wit

]

upper case data),

files c¢centaining the text, rataer

attribute for sach component file, Th

provide a convenlent scaffold for at
attributes: an attribute could hse att

hierarchy, and then be automatically

nodes, Sinca  existing editors do
support, this facilaity is lost to tha

attributes can only bte handled at th

level, {and even thers 1t 1s not don

SOome

by ¢ other

il

Q
e

Yy to assncrate 2ditor—
ated files rather than
attributas are used
files, such as the tab
the file, or tha

r records in the fils,
tes through one means
o groups cf files, but
1 file, ‘Th@ user  way

h as that allowing

h

e enti group
than respecifying thea
@ file hierarchy could

taching and applying

ached to a nods 1in the

applied +to all sub-

nct provide hilerarchy

user; editor-specitic

¢ individual is=zaf fils
2 by attributes put
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2.3 PROPOSED FILE S
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As a solution to the limitations just mentioned, and to
provide new ftunctions noct previously discussed, this sSection

describes 1in a fairly prief manner a file system to allow

.

{

the constructicon of a wmuch mcre powertul editing Systen,.

1]

The two major distinctions this ftile system has are the

g

=

abriitvy to nanags hlsrarchies c¢f files, and the ability to

perform direct updating of data without first copying 1t.

2.3.1_DIRECT UPDATING

The maijor advantags of direct updating 15 the time saved
by not having tc copy =ach file te and from a temporary work
file each time 1t 18 =2dited. While not cnly saving toe user

time, dirsac
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alsc allows the user to more ftreely
switch from ftile to file since the time involved in  such &
switch 1s much lgss, However, direct updating has sericus
implications te the a1nternal design of the fils systen
itsealf. The data can no longer be steresed as a physically

sequential file sinces no provision €xists in such a fals for

addinyg or dsleting reccerds 1in ths wmiddle. Thus a  aore



using indaxes to locate data records, 1s ragulred, Two
octher rproblsms arise; achieving acceptable performancs in
terms of the amount of data transterred to and from main

memory, and providing integritv for the data.
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Discussing rerformance Lirst, a proble:
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seccndary storage always up to
date, Since data 1s actually stored 1in  blocks, 1t 1is

o transmit an entire block each tims a pisce of
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¢ updated, In particular, Ior every new rTaccrd
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y raecord changed, such a data transter would
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A considerable eéxpence; soll2 means @nust
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transters., In a copyling
editor, the tamporary work file is Kepi as wnuch as possible
in main storage; transters tc¢ seccndary storage arse raguired
tor the 1initzal copying of the ftile, the copying back atfter
all changes ars nmade, and whenever thpe work fils sxceeds the
amount of main wemory avallable, Since ona of the major
reasons for using a direct updating file system 1s  to  have

an up to date rals in case of a system failure, such as a

power failure, Keeping the changes cnly in main

1s done 1n a copying editor, or even just Keepinyg th

D

changss in a temporary copy of the

bt
l.J
}.._J
D
5

is not acceptaple.
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However, groups o©of c<change&s can
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then be uritten out as a unit rn  crder to ksep the



copy. - c¢nly tha last few chandges may 0ot have been applied,
In addition, ths ftile system may provide a aeans ¢  force

the f£il
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updated at any given tiwme. Thus the sditor
may force the Iile to ke updated, fcr =2xample, after every
tenth new record 1s inserted, thzreb
main storage copies of the file closs to one another. In
this way, the disk copy 1is not altered ftor eveary changs to

the user's data, at the discreticn ot the editor, The
f

number of fraansfers 1s reduced by not kespinyg the disk copy
completely current, Howeéver, the transfers ftor the initial

copy to a temporary fi1ls, and the final copy back, raguair=d
for copying <ditors, are eliminated, A majer emphasis of
this +*hesis 15 a demonstration that a direct updating file
system 1s practical an a yperiormance sanss, An antire

chapter will be devotad to discussing performancs.

As well as a possible perforwmance procblem, direct updat-

ing makes preserving the antegrity of the uasaris  filles

diftrzcult. The term integrity is usad to m2an the cousis-
tency and correctness oL the data. A loss  of  1ntegrity

ccours when some o0f +the user’™s data becomes 1lost, or

gamaged, Oor 15 alftered in any way not Lntsnded by the ussr,
Such a loss of antegrity usually reasults Ifrom a failure 1in
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the system during an update to a user's fi)

Th2 reason therse exists an integrity problem in a direct
updating fi1le sSystem 1s that data 1s not Jjast related via
physical positioning; pointers are also nsgedead, In a
sequential tilse, the only action that can be performed that

modifias the fale 1s tc add records to the end: inserticns

(')

= Ls here and delestions <cannct b2 performed. Thus in the

6]
4]

ayant of a systen fallure, the only possible problewm can be
that scme records ald not get added to the 2nd:
remaining are left i1n a consistent manner. However when
records are linked via pointers some problswms arise. ELach
addition or deleticn may invelve several «changes to data.

For exanple, adding a record into the middie ot a tile nmay

require altering the laink from the previcus rscord as wWell
as that of the new record. Whenever twe or more items nust

he altered to aftect an oper

u
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e

a possible idntsgrity

problem exists, tor 1f c¢npe <hange 1s made and the sSysten

fails before the seccnd change is made, inconsistent data
o 4

may be lett in the file, Pointers may exist to invalid

locationsg, or some data iltems may Le pointad to fromn
places instead cof from just c¢ne place., In a ¢Opving editer,

the actual fi1le 1s changed only at the end of an =editing

segsion when it 1s  rewritten 1n its entirety, The only
systen failure that could affect the usern's data 13 cn=

PO - ' - B B oy o -~
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cccurring during *the <copyvy  pack to the fil=s,

npdating f£ile system the fiie 13

a system fallurg is much more ldikely to occur at a *time when
the f1le 1s being modified., Thus ancther wajor emphasis of
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to deuncnstrate the prevention of

later chapter will be devoted to the
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topic,

As mentioned previously, cne cf the +two major distinc-
tions *The nevw file system pesSsess€s 1s support 0T managing
entire hierarchlss ot tiles. Yhile existing operating

systems do suppert  hierarchies o¢f ftiles, current editing

i
5}

U”z

m

(
7

ystems do not maks use of them. The file system described
1in this thesis permits the use of hierarchies in a way most
useful to the aditor, as well as providing sowme new
facilities not found in existing operating systems, The
editor will permit operations such as: operating upon an

entire subpcrticn of the hierarchy as an 1adividual unit,

referring to fidles using only partially gualified or unqua-

1itied names, associating attributes with entire parts of
the hisrarchy, and protecting entire hisrarchies aand cub-
parts of the higranchvy.
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us=2ful to able *0o treat an

a hierarchy as a single unit for editing purpcsas,. This
enables editing across sets ob related files, which 1in tTurn
allows the user tc subdividsz his data in a way that matches

the logical structure. The edito

any node in the hierarchy and then procsss
{unstructured saquential) 1le with the f£il

ing any "flattenaing” required to maks the n

&

T as a siaple fils, This 1s not tce

hierarchy should always appear 1n a il

The be able to panipulate

W1s

D

141}

sSuch h

<

Going hand in hand with the autcmatic tl

1s the ability to have s2ach node

S

records a wzll as having sons

the user to structure his data 11 the
logaically structures 1it, having a node

records and son nodes can he uaseful,

ocadurs 1n a4 prograwniing languags uasua

pi_ ik

header statemant of some form, follcuwea

followad by a trailer statement, as 1in:
File Svsg
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be able to locatis
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a s1impls

& system perfcrm-
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ppear to the

say, howavar, that

attaned? MAnNner.

the hisrarchy as
attening oi Lilss
th 1ts own data
rarchy. To allow
same  way as  he
contain Dbeth data

For

a1

example,

1ly cecnsists of a

d
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c2 the text 1s usually compossd of sevaral sections, as

i
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icted above, it 18 useful +t¢ repressnt the en

procedure by the hierarchyj;
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DECLS BLOCKX 9LOCKY

wh

[

re, of «course, sach of DECLS, BLOCKX, and BLOCKY may D=
further subdividesd, However, the header and trailer state-

ments logically relong at the level of node COWNLPUTE in the
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hierarchy. Thus the ability to have a nod:
data reccrds and sons is a useful ocone, and tits in with the
aptomatic flattening mentioned above, ¥hen the ussr wants
to operate upon the procedure as a unit, for sxample to
compile 1t, the fi1le system has the ability to flatitan it.
When the user conly wishes te orerate upon tha data rszcords
ot a specitic node (for =xample tc change +whe header and
traitler statepents of

rocedure  COMPUTE above), the fils

e

to work cnly with theée records dirsctly

File System FPunctions 32



¥hile many operating systemns support file hierarchies,
they allow reterence to 1ndividual nodes 1in  ths  hisrarchy
via only totally gualified names, or using the concept ©of a
current directory, in which npawmes nust still bz gualitftied,

but the root ot the hierarchv 1s a different point. This is

=

not a major drawbacKk 1in systems in which the edifor can only
operate upon one leat file, However, when a much higher
degree of sSubstructuring 1is provided and the user 1is

L1

Pt

i

expected to switch from one to anothsr much wmora

frequently, using totally gualitisd n
1 b ) 4

I

pes can hecome guite a
nuisance, owing to th2 length of names involved, Thus the
file system descriped here permits both partially gualified
and ungualitizsd names. In order to handle possilble ambigui-
ty from having several files with the sanpe name, some ©means
for resolving amblguity 1s needsd; this will be discussed in

a later chapter.

One facility specially regquired by editing systzms 135 the
apbility to asscciate attributes with filss. Tnoa tils

svstem supporting a hierarchy of tilles, attributes wmay be

ja %

assoclate with entire groups of files by having an attri-

respecity +the value of the attribute. In this way, for

example, an attributz speciiving the use ot both uppsr and
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lowar case text can ke applied to a document, ven tThough

the document 13 sSQbstructured. This inheriting of the

1

attributes 13 pertormed eutomatically bv the file systenm,

fas
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including telling the editor of c¢hanges 1in attritutses due to
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passing frcm cne file to another, whil

by

entire hierarchy.

In a saiwmilar nmanner, pretection nermally supplied to

o

files by the operating sysitem may pe 2xtended *to allow wmorsa

editor~sp=acific protecition featurses, Prctaction of £

Ll2s ig
normally a feature vwhich is related to the file hisrarchy
[Saltzer 1Y747; a password may be required fto descend fron

one file to a subfils:; that 53 to a file does not
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nacesgsarily grant access fc  1fts subiiles. As  will be

cessarily desirabls in an

detailed lat=r, this 1s not
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editing system; when structuring is used to subdivide text

rather than to relate tiles, it 13 more reasonable to have a

y}

rassvword Jranting access tce a file tco also grant access to

its subfiles, In addition, since 2xisting editing systens

access onlv  the leat nodes, protection 1s 1eft to the

petore fThe 2ditlng s2£3s810n bs2gins whather a user c¢an  acCCcess

through the ussar’s name., In ar  editing

¢t
Q

he entlirs hilerarchy, then,

. - ; o
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support may oDg provided. Access rights T

{

LCc to  gets

h
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read aceess, Or write access, but i1nstead speci
ot editing functions, may be established. For exaaple, a
specific password may allow a user to add rscords, but not
deletes existing ones, Passwords may be inhsrited in a
similar mannsr to attributes; a rwight conferred by a
password may e given for all lcwer lavel files; any lcuer

level £iles may posgssss another password granting a  wider

k

range o©Of rTights, In this way, protecticn way be integrated

n

into the editor; the user may specify all passwords he know

{either explicitly, or implicitly through his user zdsentifi-

(o

cation); the file system then grants or denles each Tweguest

depending apon the particular file and ftypeps of reguest.

2.4 SUMMARY

in summary, this thesis proposss a new fille systen

desaigned specifically tor use in source fils editing. Th

abla to pe handle as units, with the uss of

partially qualitied and ungqualified

oy

inharited attributes and passwerds down to lower lavels ot

W

File System FTunctions 3



Chapter 2
the hilsrarchy. This 1tilée system will also provide scns
othar features which have not yst been w@m2ntiocnad, such as
versions ot files without <c¢reating <£ntire new copigs of
tales, and the natworks of files. ALl of these features
¥1ll be discussed in greater detail later in this thesis,

This combination of features doss not 2xist 10 any
current file systen, including those not intended for use by

2diting systems. I
such a files system i:

and inteqgrity have a

1s not g¢gbvicus that the construction oI
5 feasible; the guestions of performance
lready peen railssad. The emphasis of

this thesis, then, will be to demonstrate, via an actual
implementation of such a file system, the feasibility of the
design. The repainder of this thesis will discuss an actual
tile system, the Network Access Method (¥AM) [Ferch 19787,
isplemented by the author and in production use at the

University ot Hanito

file

48}

support for an

1497 Rather than

g1,

rany te dvanc

rathar the level ©
15 of intsrest hsre.

major partis.

to

Chapter 3

ba. This file system 1s used to provids

advanced editor, called HANTES |[Zarnke
the MANTES editor, although it provides
ing the state of the art 1n editing, but
support provided by its file system, NAM
Piscussion of NAM will be done in fcourz
gives a dlscussiocn ©f the interntace
exactly what features are supported.

the storage uszd  to perpit
File Systenm Functions 3%
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This chagrter desscribes 1n  gre2atar detall th
provided by the file system toc the editor. The
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3.1 INTRODUCTION

Before designing the interface for a new filse system, 1t
13 useful o exanmine those rile systems already in use, E11

cperating systemns supply one or moré basic tile systems, or
Y"access methods” to supply file managemant services., Housv-

er, these file systems usually are designed to cperate cnly

is supported, 2X1s3ts external to the access m2thods and is
managed via a separate set ¢f oPerating system rcoutines Lriom

ible to regusst

a3}
fost

?1)

the access methods., Thus 1t 1s nct pos
access methed, or rile system, to read a consscutive st of

records frowm a grcup of related files, Thus existing tile

i

systems ars not adeguates for supporting the Leature

tioned 1in the grevions <chapter; however, som=  facs=ts  of

thelir design are still useful.

All o¢perating systems supply a basic sequential file
system te allow us2rs to read from and write to saquentlally

cf

=%

order: 1les, senerally, no random access to rsccrids  is

it

allowad, {Bany storage media such as punched cards, pager
tape, magnaitlic tape, and so on allow only sequentlial storags
and rTetrieval). The records 1 SuUcCh fi1les ars 1dentified

only by “*their positicn 1n  fthe file and not by any key




@}
jonad
oy
s
¢t
o
o
LA

values. The interface yith the user 1nvoelwves four functicns
or opsrations; the open function identifies +*the file and
sets  prcecessing options, the rsad cor write opsaration allcws
tor reading from cr wrlting to the file, and the clcse
operaticn disccecnnects from the file. The file svsten
handles details such as buftering, blccking, and device
dependent details so that the user prograld need not concern

itselt with anything except the data records.

One important concept present £ven 1n  such  basic  tfile

systens is that of a current positicn, or ¥Yracord positicn?,

At anv given taime, the user is positioned at a speciiic

1

record in the file; the next operation is pertormed relativs

relative record numbsr within the file, or using the device
address of the desired record. Howsver the only usse for

this random positioning is tc establish the record position

P
o]
L]
U

ubsequent sSeguential c¢peration; Tecords may not be

insarted or deleted from the middle of the file.

A more sophisticatsd tyvpe of file systen 13 very oiten

supplied, such a file systen operatas upon recornds

i £
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wnich 1s 1dentifiec by & unigue, Cr primary, Xe€v [ Knuth
?973],\ 0f These file systems most provide for both saguen-
tial operations and direct, indexed operations, through the
record keyv, and hence are commonly called 1ndexed s¢guential
access methods, Using IBM¥s VSAM [IBM U4] as an exan
such ftile svsters provide the ability to rsad, reyrite,

L

ifviag the value of the

‘*h

insert, and delste a record by srte

record?s priparyv kay. Such tils systems also support the
=

concapt of a record position; a recoerd key may Dbe  ussd  to
establish a record positicn. Subsgqgusnt segusntial opera-
tions may then be pertormed relative to this record posi-

tion. S2varal such record pesiticns may ottan be in afiect;

e
v
"__1
03]
o+
bt
<
m

the user may than choose the active record positior
to which he wishes sach operation to bes pariorned. The
ability to havs several such record posiiions active 15
important to an editor for such operation$ as copying or

moving a s=2t of records to a nsw position,

hisrarchical o¢r relational sets of data are kuillr uasing
theses two tvpes ¢f ftils systen [{Hartin 1975]; any sp=cial
tile wmanagewment functions, such as hanhdling sacondary keys

for records, are provided 1intéernal to the data base Systans



and not by t

the =2ditor.
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¢ operating system and hence ar
232 Ill2 systems are inadeguats
mentionad in the previous chap

preovide any

support for the file hierarxc

grougps ot files very complica

major shortcoming is their inability tc¢ wor
sets of records. While the user may establi
file position, he cannot alsc 2stablish

position, to d=limit a range ¢i records.
especially important consideration when the ds
racords spans  several files  in the hierard
record in thée rangs may not Le identifiatle

primary K2y since theare may Le sevaral rs
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Keeping the dessired features from t
mind then, the interface provided by

dilscussed,

nNov

3.2 COMHQN ASPECTS

The rost 1mportant difference
access methods 1s the abillity possesse

hierarchy files, nay

sets files However, his

®

pervade the entire set of files
system., In crder to delimit the

us t

D

hat occupied by

hierarchy £ user is

2

entity, which 215 called an aggragate

i3 simply the physical rsalizaticn of

with a single reooit tile and a set of

subtfiles. LEach aggregate i1g totally

other aggregats, and

£

manag=ma2nt of stcrags spacs and
clearlv delimiting +the files Zcr
This is not to deny any user of ths s7Y
more than on2 aggregate, put a siagle

ait on

may oparate apon

ancther

®

e}

create

subordinat

hi

space

D
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ragular file system may opérate uron one single fils at a
tine, =0 a user of NAMN may opsrate uapon one single
aggregats, although +that aggregats may contain an antirs

ot files.

el
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MAM thus provides a set ¢i operations to manags the  data
contained in a single aggregate, Batore going on to discuss
the individual opserations, hosxever, scme genseral comments
will be given. These include corments on the means by which
NAY supports r2cord  positions to  identiry the current

position 1in  the  hi=srarchy; the subdivision of operations

l,_.l
=
t
O
ot
jong
i
u)

e levels: aggregate, Ifile, and rscord; the handling

t ra s ot

o]
)
o]
3 1

0}

ng« ra2cords; and  supporit  for  pPassSwords. B=fcre
continuing, however, a tey clarificaticns are in order. 1In

the context of discussicns cof HAM, the ternm Yifale” will be

O
rh

used  to  m=2an any node in the hierarchv, and the subtres
that node, A Tsubtile® will refer to any supordinate nocde,

at any Jlevel, undsr a particular nods (file). A #"gubfile

[}
~
o
Ity
-
[
(]
[
oF
:6

will alsc hierarchy, but subfile will

emphasize that this il 2ars as & supbnode of ancther

©

o))
e
e

Tile.

In a standard tile svystem, once a file has Dbean opened,

the user 138 given some means of identaifving the fils which
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o
H
[64]
r»f‘
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i
o
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h2 has opansd to othar ca file systen. This file

identifticaticn usually congists cof a unigue number, i1denti-

2, ©r the address of som2 control block in

[aa)
}-J
[
©

fying the

memory which identifies the file, This ftile identification

U

(

18 passa2d by the user
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provided by th2 file sy

tem, Such as the read or write

n

(94

operatic

Y]

ng, 1n order to ldentify which currently open Ltils

3

ot

o3
D

1is 0 processad. In file s

h

stams supporting the concszpt

t

of having several current record positions, the user pust
also indicate to each opseration which current record posi-

tion the op=2ration 15 to be performaed relative to, elither

ja3

through a secon parametar or via a special file systen
operaticn which 1s used to 1indicats which record posiftion 1s
t0 be used tor future operaiions. In eithsr cass, for =ach
data managemant operation; the user supplies a pair of
identificaticns; one defining which file he 1s usaing, and

the other subdividing that file to indicate which position

yithin +the file tc¢ us=,

In WNAM, this 1dea 18 &7

W
fas

ended through another Llevel,

¢

Correspondinc tc the file 1dentification 1s an aggr=agate
! Jar =y

identitlcation, which 13 Used as a parametaer +o all U3H
rrocassed, since

howavyar

NAM can op2rate upon entire tile hisrarchi

jod

{
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current record position concept wmust  be extendsd,
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~he record position nmust b2 extsended to indicate Lwo pieces
of informaticn; which tile in the hierarchy 1s positionsdgd
to, and th#n which record %within the fi1le 15 positiloned to.
Since 1t 1s desired +to have NAM automatically "ilatten®
tilses for 1ts users, the record position concept has Leen

cxtanded intce two s@parate positions; a file posid

ct
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jon]
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record position, Nailvely, the faile poesition indicatses a

particular fil=s within the hierarchy, and the reccocrd posi-

Howevar, there are additional coumplications as svidencsd by

the following sxample.

If the usar 1s operating upon a leatft f£ils, such as D, E, 7,

e
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O
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or £, there are no complications; the t2a

=)

ties the particular file, say &, and the record position

-

identifies a particular record within file E, How
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Chapter 3
and wishes NAM to automatically Iflatten i1t. Than the file
position rdentities fils B, while the record positicn npust
identify not only a particular record, but also which scn of

B contalns that record. Thus fthe current file
indicate tile B, while +the record position

rscord 20 within

This concept of subdaividing the file posi
parts, one identifying a file, and ancther

record under he suptile

record, is a most important one, for this is
¥winlch entirs subsecticns o¢f the file  hiera
treated as  single files 1in a way transparant
The user may =£stablish a f£ile pesition to ident
in  the hierarnchy, regardless of the level of
the hierarchy, and may then uss a I=2cord

identifty the current record under that file.

operations, the record positicn way move Lrom ©
the n=xt, 1ncluding Jjumps from oOne  subfil

position to ancther in a manner transparent

The record positicn may at one time identify th
of file E akove; it the user then asks to
record, 1t will then auvtomatically identify the

™

oL ftile T

EY

=t

o

containing

may

tion into two

a particular

5

the

{

the means by
rchy may be
to the ulsser,

i1ty any  tile

fhat Lile in
position 1o

On subseguent

record t

e

g of the tils
o the user.
2 lasi rs=cord
read the next

tirst reccerd
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0f course, the record positicr myst always 1dsntify a
record which 1s coeontained 1n a subfile of the file positicn,

A hierarchy thus exists; the aggregate adentiticatiocn 1den-

subdivision ©f this several flles pos=xitions way exist,

identifyving ssvseral files within +the acggregats hisrarchy;
2ach of these may be further subdivided with ssaveral record
positions, Corresponding to these three updivisions, HAA
operaticns are divided 1nt three i;VDLF; the aggregats
operations perform operaticns pa2rtaining  to  an entire

aggr=gate and are providsed with an aggregate identiflication

as a parametsr., Opsrations tc manage the file hiszrarchy

tile position as parameters. Operations to  m@manage records
are called record cperatlcns and ave provided with an
aggregate identificatiocn, a file position, and a record

position as paran=ters, A& user who wishes onlyY %o work wuwith

data records need only open the aggrsgats, establish a file
position using on2 of the file operations and Then us e
record operations from thsn on, while anothar user wishing
to examine the f£ile hierarchy 1tself wmighbt use several of
the fi1le operation cut mnone c¢i the reccornd cpesratlicns.
Together the three ssts ot the
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anable 1t +tc¢ handle
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fariler 1n the chapter 1t was nwmentioned that 1t was

desirable *t¢ pe able to delimit both ends of a rangs of
records, to simplity editang ot ssts of records. An example

will help te explain,

oo

)

The tile +that the user is currently editing wmight be fils 3,
using the above portion ot a 1ile aierarchy. Working on

file A as a unit, the user may wish tc change all records

beginning with record 30 in file T, and ending with record 3

in file C. In order to simpliiv such an operation for ths

i

ditorn, NA®W  provides a speclal facility, not present in
standard tile systems, While editipg file A, thes editor
will have established a file position identifving fils A.
To delimit such a range ot records, the editor mav =stablish
two recornd positions under the f£ile position; ons  id2ntify-

ing record 30 in ¥ile ¥, the othsr record 32 in file C, Thz

D
O
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edrtor may using

\,1'1,1;,

proceed from record to rsecord either starting with record 30
in E and procseding forward using the first record positicn,
or starting with record 3 1n file C and proce@dinq tacxwards
using  the seccend record position. As the editor movas fronm
record to reccrd, reading each record, ©NAYM has a special
ability +t¢ ccanrare the current record position with the
orther reccrd rposition and to indicate when The tw®wo  ideantify
b same record, Thus to wuwcrk with a rangs of cords, the
editor simply establishes each end ¢t the range and proceeds
from on= end to the other. NAM will then 1ndicate whan  the
end of the range has Dbssn  reached automatically, This
facilaty exists cn any operation which c¢an wmove fLfromr on=2

record tc ancther,

tha 1

of

now to &

(0]

Turning

appropriate to discuss passyord

protection

n

in MAM befo;

O

procesading to the specific operations, Since the hierarcrchy
allowed 1is intended to a largs extent to parrwit the
substructuring of Tiles 1nto manageabls parts more 50 than

45 a means ot buildiag groups of related , it

that passwords should contreol access in a ditfersnt way trom

standard usage, In file nievrarchies supplizsd £y opsarating

systens, & passyord 1s usually Ieduired o descend from cne

file +tc a subtile:s that 1is, access to a file does not
External Interiace 50



Chaptsr 3
necessarily grant access to subtzles., In NAW, the revearsse

13 true; it <¢n

6]

1s granted access tc a particular file, then
1t the hierarchy 1s used to permit substructuring of that
fil=s, one should svidently be given access to any sabiile.
Furthermocra, 1in NAM, access fto a sapiile does not mean that

ccass te an ancestor was cven neceas

o))

sary; this allows a

()1

small part of a hisrarchy tc be nade accessiple via certain
passwords without the user having access to higher lzvels.

For =xample, a us2r may be given acca2ss to a set of failes

13}
wQ

containing a jram without his being allowed to access

oy
e

the higher level filass containing the maln program., This of

] i

coursg doss not prevent the addition of more passwords on
lowar level tiles that provide greater access te thos who

Xnow them, thus providing sinmnilAar password accsess 1o stan-

-

dard file hierarchies

In the access levels granted by the passwords, as nmuch
ftlexibility as possible 1s desired. #hile most systenms
provide at least two levels o©of access, read and writs, the
need for several others can be visualizead.

basic operations provided by the file system, =eight Llevels

of access can be distinguished., These are (in order fron
least restrictive to mcst restrictive):
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1)y alterin a
2}y moditying th
2

W2
e

3) creating n
4y adding tile
5) altering records

) adding records

7) lloflﬂg records

BY displayving the file structure

M

levels ermits all functions that nor e

5€

m

tach  of th:
restrictive lesvels allcw., Thus a usar who has permission to
alter records also automatically has parnission te add, or
list records, and to display the file sitructure,. Yaen  an
operat icn 15 pertormad, passwords on all ancestors of a [ile
restrictive associated with any cf these passvwords. This
check 1s pertormed automatically by NAM during <ach opera-
tion; the user suppliss all passwerds he knows to a special
NAM aggr=gate  op2ration provided for thilis  purpose;
retains all these passwords and checks all Of them for each

operaticn,

Turning now to the individual operations theuwselves, ths

highest level of operations ars those dealing with an
aggregate as a whole., Corresponding te the open aad close
tunctions of standard file systems are 2quivalen opan and

Ezternal Interfacs 5H2
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prepares f£Or processing, To  idsntafy the aggregate for
later yprocessing, the open roUtine returns the previocusly

}.J.

d

ng

}AJ
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meptioned aggregats

0]

icaticn. This aggregate identi-

fication is pass

oy

93]

2d as a paramete2r tc all other operations as
a means to identify which aggregate is to pe operated Upcon.
Since 1t is always required, no further mention of the

agygregate idsntificaticn will be nade,

Providing +the opposite c¢peration to open, tha closs

function disconnaects frcecm tios
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main storags

that the copy ci the aggrsegate on s2condary storagse is up to
date, a special agyregats operation, <called the purgs
cperation, 1S providsed, This operation nersly writes all

changes that have besn performed in the main memory copyv  of

in

elf, and 158 used by

(as

the aggregate back in*o the aggrsgats 1
the editer to kaep the aggregate reasonably up to dat=, s0
as to protact the usar against lesing toce  many  changes in

the event of a svstem tairlure.
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As has b=en mentionad, an operation is neaded to accept
and k=2ep track of the passwords supplied Dy the usar. 1
opsration, sSince 1t is not specific to any fils orn reccrd
is classed with the aggregate opsraticns,. Tha supplied
passwords ars retalned as lony &@s th2 aggregate 1is cpen and
are auatcmatically used on every cpsration to check 1f access

15 te¢ be granted.

Another aggragats operaticn 2xis
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with sStatistics on  has aggregate usage. These statistics

indicate aDwWw nmuch space h
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been us=ad within the aggregate,

how many records and files ex
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st, and how many data

transfers havs occurr=d, These statistic
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detarmine thé cost of using the tfile system, They will

reterred to agalin in a later chaptsr.

manage the file hierarchy. These opars
inyg =a file, creating a file, linking a

tather, cepyving & file, wmoving a fi1le, and adding or
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removing attributes and passwords from a ftile. 311 of these

operations accept as a parampster a file position:; somne of

similar manner to

o

-
&5
&V

them alsc create new f£ile positions.

i

a record positicn 1n a sStandard file system nmcving fron
identifying c¢ne record to the nsxt Tsceord as a result cf a
read operaticn, sc a file pesiticn in HAM may idsntify a ney
tile as a result of an c¢peration, For exanpla, t0 perfcrm a

al, used tc pass thrcugh all of the nodes ot ths

b

0]

traver

tres
hierarchy, the =ditor may wish ¢ pass from on2 file to its

brother; the tile pesition indicates which file 1s curreatly

i1dentitied, In a similar mannher to having record positions

[

delimit the end or ranges cf records, tile positions wmay

alsc bhbe used to delimit ranges of files. Operations which
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moving a kile positicn from 1dentiivaing one
£ile tc identatying  another are alse capable ci comparing

two file positions, S0 that the editor mav easily handle

Corresponding to the open and clcse operaticns  for
aggregates thare eXists two coperaticns tor =sstablishing  and

removing file positions, <called +the 1locate and unlocats
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seration can  establish a  file

position to a fils 1dentitied £y A name, or identitied by

position; the unlocate operatlon simply renmoves file wvesgi-

tions that are no leonger active, thus saving menOry Space.
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The most common way in which a user can establish a file
position is to supply & name to the locata opsration, This

name may be an ungualifisd nawme, or it may b=z tctally or

partially gualified, In order to allow ior hav

pd-

ng sevseral

Y

fti1les with the same name, HNAM will accept any naws whiCh <an
b2 resolved unambiguously. However, simply stating that any

unambiguous r=terence 1is acceptable is an oversimgplifica-

i

tion. For sxample, usaing the hierarchy

TOP

AN

1t 15 evident that the lettmest fils called #AV cannct b=

i

named unambiguously, since TOP.A 1s an acceptable partially
qualirfied name for nodes TOP.EB.A and TOP.C.A. Ths solution

iz  this case 1s ths same as that used in tThe language PL/I

[Hughas 1973]. it a rame is specifisd which 1is ths
completely gqualified name cf some tile, then 1t is To
reter to that file. Thus, in +*the above exanple, 7TO0P.A
refsrs to the leftmost tile A%, whiles TOP.B.A, E.2,
TCP,.C.2, and C.A ar= all unambigucus referencss t0 the cther
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two files named VAW, It wazs mentioned rreviously, but i3

yorthwhilse ment
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n, that two brothesrgs may not have
the same name (1.¢. neither tile X" por file #9YY  abovsa

could have Db=en cadilec AE¥), since  then no anampiguaous

retes

’()

>rances by name vwould be possible.

One other comment applies to reterencing files by nanpe,
As mentionad, many systems supporting file higrarchies
provide the apility to have a ‘Pcurrent directory’, with
namaes Treferring only to subtiles of that current pesiticn,

Thus, in ths above s2xanple if tha user had a current

<
t

directory at file wpw9, then thes name "A" would refer

unambiguousliy te  file TOF.E. A.
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to supply an
equivalsnt fracilaity, the user may supbly & f£ile positicn,
along with 38 mname when a file 1s accessad. In that case,
the file pcsiticn restricis the search to all subfiles of
the given file position, Unlike +the support 1in other
systems, however, +the search by name includes the node
identitied by the file position, In other systems the
hierarchy ©relates files; in  NAM a2 hierarchy 1s used to
substructure tiles. Because of this, 1t 1s exp=scted that

the tile 1dentified by the

()

file rosition will be the highest

level of a3 substructured items; as 1n  tae exampls ot
procedure COWMPUTE, 1n the preceding Chapter, 1t may contain

some of the data records of the data which the entirs
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substructure ccntains, Thus 1t 1s desirable to be able to
grecup the highest level aode 1in  wilth the Test; a file
position identifving tile ¥BY apove allows the user to

access filles B, A, and ¥ directly by unqualified nane.

)

Q

For the purposes o¢of gperfcrwming free traversal, it 1s

necessary to be able to refsr to nodes of the hierarchy by

t

positiofn. Thus NAM allows t*the usar to establish a file

position at the root node of his aggregate, or
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prother, or son of a gzven ncde, To locate a tather,

brothex, or son, the user provides a file position identity-

+

ing the given node to th

)]

locata opsration; NAM will  then

3

alter the file position to identify the new node, or create

a na2w second fale position identitying it, depending  ugon

g
ot

Lhe nee

M

s wish. the same time, +th=2 function of
comparing the new position tTo a give position, that uHas

sarlier mentioned, is carried out, in order tc¢ facilitate

cparations upon a range of files,

rations includse the coreats  opsration, o

il=2, which has ag 1ts argunenits the name of

the neaw tile, and a positicn relative Lo which the naw file
1s  t0 ke «created, This positicn to which the creation 1s

relative, 1s normally a tile position; howsver, sSince any



node mav posgsess both data tecerds and sons, 1t may also be

a record positicn, andicating which record ot the file the

o

ney son 1s to bz ¢reated relative Lo, The new nod2 mav then

2tt  or right brother of the given
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position, as the ftirst or last sen of the given position, Or
as a son right or Ll=aft of the given Tr=cord position, For
obvious r=2asons, the cCreats cparatlion aust check 1i any

f1las of the sams name would exist as brcthers of the new

L

noda, As an option, the user may have a ns2w file position
created to identaify the new node so  he wmay 1amedlately

process with i1t; Lor example, to start insarting ra2cords,

o

(

A similar operation to the create operation is the 1link
operation, used +to 1include a node under a second fathsr,
thus c¢reating a natwork structure, The link cperation

accepts the same parameters as the create operation axcspt

O

that in place ot a name for the new node, tThe user supplies
a file position identifying the sxisting f£ile which 1s to bsg
linked umndasr a s=scond tather. As well as checking for two
prothers wilth +the same name, the 1link cperation must check

tor the creation of an "intinite loop", in which a fz2l:

is

n

linked as an ancsstor of 1tssli., For =2xampls, in
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C D

it would be 1llilegal toc link eithsr node B or node E under D
since then neode B or B {as well as node D) would then bacome
an ancestor of 1tself. Such an cccurrence 1is undoubtedly a
user errer and wWould surely cause the file system or editor

to lcop inde

an infinite
nodea
Ch

hierar

V.

file
15
leat node at
1n ope

atte

A

B
1

to beconmna

oppos

ration,

S

finitely while psricrming
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locp can not allowing any
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si1te  of and link operations is of

del=tion. Since protection against 1nadvartent

desirable, NAU

allows only the d=letlcn of

0

!

a +time; an entire hilerarchy cannot ke deletead

Thus, KAM forces the editor toc b2 aware

mpts to delete entire nlerarchies; technigques
ich  against inadvertent deletion, such as main-
udit trail of deletions ares 1lesft up to the
rplement, The delete oparation 1s passed a fil=
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pesition to the leaf node to ke deleted., There are several

unusual aspacts of deletion that must be recognized, howav-

h)

T, FOr a nodeg in a netvworx with several fathers, cnly +ths
link frow the father specified by the file position is
removed; the file i1tself remains as long as it appears under
at least one father, AnctheI unhusual asSpact occurs becauss
multapls current file positicns are parmnittad, It is
possible that ancther current Tile position may exist which

points to the file being deleted; ¥AM either must disallow

the delste o

I+
%)

1

o+

s

er the other file positions to indicatea
that +they ars invalid, The particular solution adopted in
NAM was chosen due o the design of the MANTES editor, which
frequently kegps two tile pesiticns pointing %*0  the same
tile, Thus MAM ncrmally cannct reject the request for
deletion and consequently siwpply marks cther file vpositions
identitying the file as invaliid; when the esditor tries any
oparatiocn oh ones O0f these, eXcept to unlocate 1it, it is

treataed as a
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A very simple but reguired ops
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ation 13 that cof renawming

seraticn reguirses, of courss
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renamed, As fcr creaticn and linking of nodes, tThe na2w nams

nust De chscked tc make sure that tuc
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Two cther operations are somaewhat more  conplicated,

These are ths opesrations ¢f moving and copying filas fromn

- L

one location t0 anothe2r. RBoth operations reguire  two file

ositions; one describing the nod= to be moved or copied
7

the other detining the new positicn to which the f£ils 28 to
be moved or c¢opied. The move operation moves the entirs

P

stor is ot

o]

he  glven

)]

substructure of the hierarchy whose anc

node; cepy creatas a new copy of the supstrucinure {retaining

D

the sams names)., For exawmple, 1n the hierarchy

{

B

P/ \ C
D/\” r/ \1

i

it node B 13 moved to a position as the last scn of U, the

A

|

C
e/ zl \ B
D/ \:

wher2as a copy of node B teo 2 position as the last scn of O
results in the hierarchy



o
o)
»
e
¢
(L
M
(e

/\
N\ /,}

/\

It snould b= nct=ad that, unlike the copy operaticn, the move

operation do2g not cause any cduplication of data. ©Only the

ceinters relating the nodes are altered,
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Support of attributes 1is pericrmed by two special attri-

bute operations; one to add or delete attributes from a
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given ncde in the hierarchy, the oOthexz
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Each attripbute tield is identaiied by a unigus
numper, Additicn or deleticn of an attribute from a nods 1is
straightforwvard; the opesraticn requires a file position and
the atiribute field, Readlng ¢t an attribute, however, 13

ter

[R

na=r

-

(=8

som2what more complicatsd, since attributss ars

file to all ot its subfiles. A particular

=

©

down frem

attribute aprli=2s to the ftile te which 1t  has bkesn added,
and to all subfiles 1in which 1%t has not been given a new

valus. Thus, 1f aa atiribute does not £xist spscifically on

a given nodg, then reading the value of the attribate
Taguires the 2xanination of the ancestors of the £ils in
turn, untll cne possessing a value for *the attribuite 1is

Xxternal Tuterfiace 63
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tound. Each attribute field 1s inheritzad on its cwn; cne
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Thus general attributes may be given by adding them at a
high level in the hierarchy; they may then be overridden for

valusa oo a lower
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In a similar mannaer to attributss, passvords may also be

add=d toc nod£s 1in the hierarchy. Howaver, passwords are

hY

»

ldentitied by +heir npames, rather than by number. In
addition, =ach password has ne of the access rights

described =arlier associated with it. Checking the access

W

s

rights on @ach op=sration e autoamatically don=s by

howaver, a file operation 1s needad to add and delste

P
W

3

rassvords from a nod=s; this loc!

2

cperation is passad a file

position and the password to be added or delsted,
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he bottom level of NAM cperations are the
operations, which perform the actual wanagement co¢f data
records., These2 operationsg ainclude  locating a r=ccerd,

insarting a  ney record, reading a record, modifving &



record, deleting a record, and renumbering a record. Of
course all of these operations require a file position to
identify the tile Dbeing processed, and a r2cord position
identitying the current record. In a similar fashion to
standard Iile systenms, the record positicn moves from racord
to record with each operation; the abilitv previously
mentioned to. ccmpare two positicns exists for all opszrations

which can alter a record position,

A ftew general comments on record handling

For the purposes of provading direct access

record in NAM 1is adentified by a record key., To give ths

greaatest flexipility in record handling, NANM dos=s not
dictate the form of the key, but accepts simpnly a varzable
length siring as the record keyv. In any given file, =ach
reconrd must have a unigue key and the records are stored in

ordar by key, although the same kay wmay be usad tor records

s

appearing in difterent files,

Bacausa ditferent files ar= allow=d to contaln records

ey

having id2ntical keyvs, some dirfficaltiss OCCUT ., For
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example, 1in
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Chapter 3

it pboth files 3 and € cecntain records with kev valu=ss ftrem 1
to 5, then a listing of the higher level file A will list

record 1 from C tfollowing 1record T

that the records are out

appearance

usa were to askx for the numbaeTad

reccrn

of

rom By

Sf.:;

guence,

1 frxrom ftals A, *hen

a problem occurs sinc2 there are t¥o such records. Ong very
impractical solution would b€ to reguirs all records in  the
aggregate to be uniquely numbered; such a restriction is
almest squivalent to requiring the usser +to place all  his
records  1n ons  file, Since 1t may be costly to look for
such multiple c¢ccurrences for every record  searcch, nAHM
simply picks the record from the first subiile containing a
record with that or a larger ks&y valu=s. If this <causes
contusion for the user, he 1s advised to renupber some of
higs records appropriately. {in thils case he could ranunber
the reccrds c¢f C, starting with value 6).

I+ was wmentioned 1n the preceding chapier that a method
tor providaing several versicns of a file without maintaining
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eparats copiss ot the tile sxists. Since in

i

varsions of a ftile will daitfer 1in conly a ifew places,

o]

maintaining a ssparata copy of the file is guiite wastaful of

storage A more erficient technigue duplicates in the tiie

()

the individual records that have bhaen nodified,

record 1is changed 1n one versicnh, both Tthe old valuse of the

]

record, and the new valu®, must be retained, and each nust
have an indication of which version({s) it pelongs to. “hen

a Tecord 1s delsted in a new version, it must ke retained

I

for the older versions but must be marksed as dsleted in the

new version. To implement this, each version is identified

[

by an integer; Subsequent versions have higher values
1,2435050 As wall, =ach record has two "version numbers®,
The first "versicen nunmnber? identifies the version in which

the reccrd was creat2d:; the second the version from which

1

the record was delzstad, Thus, *tc¢ salsct frowm a filse thoss
zcords with a specific version numb2r, 1t is sufficient

compare the creation and deleticn version numbers of the

®

records with that cf the desirsed varsicn. Records whose
creation versicn number 1s less than or squal fto the desired
version and whose deletiecn versicn numbesry 1s greatar than

the desaired varsicn rs Kncwp tTo #X1s8t in that varsion. for
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Turning to the actual record operations, in order to
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and Tremove Trecord pcsitions, two Ooperations are

rovidad. Thess cperations, called ®point™ and Yunpoint?
b Iy 7

N

ar2 analagous to the locate ard unlocate file oparations.

a

The point operation can locate a rscord absolutsely by key,
or relative to0 a previous reccrd position. The unpoint

operation simply removes unnszeded record positions,

To pcint to a record by key, the user siwmply provides the
peint operation with the desired key, along with an aonpro-

ats version number; the pcint cperation raturns a racord

bt

pT

osition for use 1n subseguént rsferences to the record. It

kel
n

18 useful, when the specified record dces not =xist, to
return a pointer to the next record in segquence, along with

som= indication of this occurrence,

It isg also nacessary to be abls to
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>ithar the first or

‘».J

position. The2 point operation allows
last record of a files to be located, or th= onz ftcllowing or

precading a givan record position.
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The most commonly used record opsgration 1&g  the read
operation, which Tretrieves a given data record. The read
cperaticn naturally accepis a record position to indicate
which record =to read and, 1like standard file systsams,
automatlcally changes the record position to the precsding

or following rscord., (NAK alliows operations in both direc-

tions for greats

®
ot
[

r flexibility). The read oparatiocon also

o)

accepts a comparison record positicn to simplify handling of
ranges c¢iL records, Thus the sequence to read a range of
records 1s;

rpostl = PCINT{first reccrd in rangs)

rpos?2 = PCINT {last record ip range)

READ(rposi, rpos)
wh11e not at rposz do
REAL {(rposi, ©pos2)
and
To insert a rescord, the key of the new reccrd is provided

to the insertion routine, which then inserts the reccecrd into
the proper crder, Since prost 1nsertions are logically

(‘7

relative tc already existing records, the insertion routine

can be given a reccrd rositaicn which the nev recerd 13 ¢ b

[t

inserted adjacent toc., Of ccurse, the new record must have a
ey hetwaesn the kKeys of the two adjacent records. Thus to

insert a set c¢f records the ediftcr may insert the first ons
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tv key only, ©or use the positicr c¢f an already existing

record; subsequent 1nserticons are d4ons  using
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>osition of the previous insertiocn.

Tha delete operation is similar to the read operaticn.
It accepts a record position, eliminates the record, and pay

move the rscord position from rscord to record in a simliar

manner to reading records. As for the file desletion

operation, i1f any other record positions pcint to the

*

delatad records, th ar= marked as invalid so that only an

D
e

unpoint c¢an be perfermed with then.
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To alx record, the rewrits cperation is
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provided, It changed contents of +the record
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indicated i i pcsition. No option cf moving to

1

the next record is provided since a record 1s alvays read
first before rewriting 1t; the read operation performs all

necessary moving irom rtecord to reccrd.

On= operation not usually associated with ka2yed tiles is
a renumpar operation which allows the key of a reccrd to he
changed,., This c¢peration 15 provided speciflically for scuica
tile editing; atter many altsrations a user often wisnes to

N
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renumber  his in crder to ottain an aven prcgressiocn of



record kev valu=as. TFor inteqrity resasons a racord 15 not
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ailowead to be renumber

force the ordaring of racords to be altsred. This compli-

cates the renumbering process tor the editor somswhat) in

many cases. it will have to renumber a file twice, 1n crder
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- d by
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to pr T preper reccid c¢rdser during the resnumbering.

D

Like2 the read rToutins, the renumbsr operation may Rove
automatically trcm record to record with a second reccord
position provided for comparisen purpos2s  to  automatically

stop the saguance.
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Two other special operations exist, One  counts
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records between two recerd poesitions; the other indicats
the relation bpstween Ltwo record rositions (L.%. which Cne

identities an sarlier record in the hisrarchy). Both  have

been previded only because they ars usetfnl o the aditor.

To summariz= the 1ntertace to the NAM tile s
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perates upon a hierarchy or network of filss stored in
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lections called aggregates, 4 genperaliz
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concept of a f£ils position 1s provided to¢ 1ndicate current
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positions within the hilerarchy. Means are provided for

les or
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compariscn of two positions te delimit ranges ot

records, Thres levels of cperaticns are providad
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aggreégates, ftiles within aggregates, and records

A nore detailed discussicn of the actual «calling
segquences by which the editocr interfacss to MNAM can bes found
in [FERCH 19781]. These details are tco numerocus to be

included here and wounld tend to obhscur

[¢9)

the lzportant

detaills.
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CHAPTER 4 - STCRAGE _STRUCTURT
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How that +the I
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cilities provided Dy HAM have

he

t~t
puy

discussed, the implementaticn can ke descrisad, Most of
irplzanentation details of such a fil2 system are to a large
extant mechanical and not worth mentioning h2are. This 13
not to say they are trivial, or that the implementation is a
winor procadure, The implementation of WNAM occupisd two and
a halr years of fthe anthorfs time, and reguired 30,000 lines
ot program taext. However, much ¢i the effort i1s of a fairly

straightiorward technical nature,

On2 major detall of the implsmentation, howsvar, is the
design of a storage structure for the data, and will be
discussed in this chapter. There are many faciors attecting
the storage structures used. Chiet among t*thes2 1s the

apility to perform direct updating. Because o©of direct

{

updating, regular seqguentially sterad ftiles cannot bs used,

since insertions and deletions cannot pns peritormed in such

tiles, In order to acconmodatse suCh insertlons and dele-
tions, scme free areas of  space must 2K 15E, Then when
additions are made, these Ires areas can De used to sicre
the 1A Similarly, Wwhen records ar=s delated, tha
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space they previously occupied may becoms free, ussabls
space, There are two pasic technigues f£or managing such
addxtions and daletions, In the first, the frse 3space is

3

.
<!
L
Ui
O
o
-
[
€]
[

kept in a s=parate ar=a fror the records themse p

J]

ords

joH]
B
(=

the overflow area, As additions are made to

[
O

ile, rs

ar inserted 1n the overflow arca when there 13 insuftficient

®

room 1in the praimary area, Thess records are then linked via

o)

o2

pointers in the Ccorrect seguence, as epicted by the

diagram:

ORIGINALLY AFTER IHSE

o
O
z
Ul

by}

10
20
30
Ry

RECOHRD 10
RECORD 20
RECOERD 30
RECORD 40

[=v Ry
.
t
i
4

[va—

by

R

t bk
[eEeoReoNe!
OO OO
¢ %

Ty o

[se =)

DRD 25

0
ORD 33
ORD 30 zf
0

RD 43

OVERFLOW REC
AREA R

As many changes are made to such a file, a large number of
records wust Le placed in the overflow area, Causing

accessing to take longer since auch Jjumping from the primary

arza to the overflow area and back 1s ragulred to tellow the

chains ol overtlicw records. Thus such an organlzation
relies on the user to rTsorganize, or rebuild, his flles
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periodically to ke2p the number of ovarflcw records to &
EINLHMUN. Such a practice 13 c¢ften acceptabls 1n a cen-
trolled data processing environasnt, but for source Ifile
editing, 1t 15 desirable to have the filass remain well-
crganized withcut the need for =Xxplicit rT=2o0rganlizatlion. A
second technigque divides a file into a set of pages. Each
such page containe a set of consecutlive racords, along #ith

some free space., In additzcon, some totally empty pages may

exist. As adaditions are made, the free space within a page

is wused until the page becowes full, At this pcint, the
pags is eplit 1ntc twe, by obtaining an enpty page and

spreading the c¢cntents of the criginal page ovar the
original and the ewmpty one S0 that =ach 1s then lett

partially full. This s shcwn 1n the diagran:
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0

RIGINALLY

<

e
las]

Iav Il v
o=
D]
tz =4

AFTER INSERTIONS

RECORD 10 RECORD 33
RECORD 20 RECORD 34
RECORD 25 RECORD 40
RECORD 30 KECORD 43

DN

ue 15 used in NAM tc provide for direct

N\
N

This latter taCchni

L.

updating, S1BCE periodic reorganization 1S not reguirad.

Another major factor inp the design 1s the wide diversity

5y
3

expaected 1n the data to be stored., The degres of structur-

e

ing employ=ad depsnds to a large dsgrs¢ on  the 1ndividual
user, and causes a wide variaticn 2in the numbar of nodes in

a hierarchv; some ussrs may have conly a few files, w
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oth2rs may have a large numbsr, on the ord
More importantly, the number of records 1in

vary a great d=sal; a file containing Jjob
statenents might have only a fsy racord

contalning text might havse many thousands.

take advantage <t the substructuring allow

stay with hablt, Keeping a small numbe
Conseguently NAM must be aple tc accomodate

with 1ittle ©p=nalty to the user, sither
storage., Usars will refer to files using s
namag, S0 an organization 1s needed which

cient search for a ftile; that is, which
accessing all the nodes of the hierarchy.
these considerations in  mind, a major

implement the opesrations SO as to us2 the &

ot

input/output 15 fromw auxiliary stor

2r of a thousand.
a file will ailso
control language
s while a tile

Some users wWill

thers will

eds

r of large files,

thisg diversity
in access time or

imple ungualitied

allowse an affi-

does not involve

keeping

0o

a

g °

This chapter is divided into four parts. A4s a background

to the design considerations, the nature of storage media is

drscussed. Then the storage structures arse dilscussed,

subdivided 1in*o aggregate Trelated considerations, tils
storage considerations, and Tecord Storage considerations,.
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Chapter 4

4.1 BACKCROUND

It dis important to possess a familiarity with the
characteristics of the storage media befors beginning. The

storage media used are magnetic disk nnits as sxemplifi=sd by
IBM's 2350 disk drive [IBM 5], and DEC's RPOY disk {DEC 2].
Disk storage desvices are divided into regions called <vlin-

ders, which are further divided into areas called tracks,

which are themgalves divided intc the plocks »of data.

re two costs invelved in accessing a block  of data, The

o

major cost 1g invelved in physically meving the read/write

head to *the ds

]
n
b
4
[4M]
o

cviinder, This time 13 kncwn as the
seekX time and  typically takes on ths crder of 25 willise-

conds, The cther major time is that taken while waiting for

the desired block of data toc rotate to a position undsr the
read/write head, This time 1s called the latency time and

typiCally might be another 10 milliseconnds. Thus +the time
taken to r=ad or wWrite data to and from a disk unit is

measuraed in milliseconds, a very largse unit of +tim2 when

compared to the central processor spasd, which 1S mzasured
in micrceeconds or avan nan conds »p8r Linstruction. Thus

mance 15 to minimize the numier of inout/cutnut ops=rations
i 7

or data transters as *they are ottsen called,



One aspect in minimlzing ithe time taken for data trans-
fers is  to minimize the geek time for consecutives data

transfers by organizing the data Dblocks o Dbe physically

close *to sach cther cn the disk, Tf +wo Bblocks are stored

N

on the same c<cylindar and

(0}

[o}]

re read consscutively, then the

{7

second will reguire no seek timge; the read/wWwrite head will
already be positicned at the cgrrect cylinder. However,
placement ot data on a disk is a function of the opsrating
system: sSome sYstems, like UNIX [ Ritchie 1974) allow the

user no control of placement whatsocever, while cth

\D

rs, suc

as IBM's 0OS/VS [IBM 1], <rweguire the uger to sgspecifiy  in

advanca for cach tfi1le the awcunt of spacs to be ussd, and

(

then will attenpt to allocate that space contiguously on

disk, Another factor alsce affects this placement, In a

{

rultiprogranming system  there 1s no guarantee That t¥o
consecutive data +transfer reguests by one usar will Dbs
executsd consecutivaely on the disk drive; ancther usei’s

regusst may be 2xecuted between them, thus losing some Of

=3
m
D
ot
o
D
]

the advantage of contiguous placement, since =

jmf

serfs request wmay cause the read/write head to be moved.

For these reasons, placement ot data on the disk 135 not a
factor in the design of NAM; the user?s data is logically

stored 1nh a contiguous fashicn inside his  agyregats = the

actual placsment of +the aggregate on ths disk drive i1g a
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function of tha operating systen,

-

Another consideration of the storags of data on a disk

(&)

unit i3 the siz=2 of date blocks used. Some disk drives,
like DECT's RPOL4 disk, only allow data blocks which are
muttiples c¢i a fixed sector size, 1n this case, 512 bytes.
Other disks, such as IBNM's 3350, allow the user to sslect a
31z2, In exther case, using fixed-size blccks (payes)

across an entire
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; stralghtforward addressing mechanism tor lLocating and
assigning bhlocks 1s  possibis, Most moedern file systens
epploy fixed length blocks, as in IBM's VSAH [ IBM 4}, SYSTEH
B [ Astrahan 2%t al 19761, and DENCS [Powedll 197771, to nane

put a few. Th= choice of a rtlecceck size ftor thase blocks 1

&

{

to a largs extent oparating systenm dependant. NAY operates

i a virtual memcry environment in which only portions of a

usar’s storage area actually occugy main storage at a time.

-3
oo
5
O
o
o
}_.J
o)
o
o
r

a plock size is very much a function of the
oparating system's viItual memory sScheme Since block sizes

just slightly higher than the virtual m2emory page SiZe are

v

{

very inetficient,. Theretors NAM, which can coperate within a

wide range of block sizes, generally uses the largest size
under the system's page slze {(4096) that f£its evenly on  the
disk unit us=d, On a 3350 daisk drive, this [Dlocksize 1is

3648 bvites and all statistics for NA#M will  be Tealative %0

tructurs 89
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+his <choice of block s122. This valus will hencefcrth

simply be called the NAY

o]
@
Q2
o
0
l-J
©
N
6

4,2 AGGREGATE STORAGE

An agyregats in NAM consists c¢f two sets of information;
directory antcrmation to describe +the hierarchy, and the
data Tecords. These two sets c¢r irnformaticon ars o0f course

cavy

3,
M

related; the data

n}

zcords belong to nodes in the hiera

1]

»

However, to sinmplity thne storags ¢t th ty

#
.

O
ot

25 of data, a

]

common structure for gstoring thew and managing space 1S
ptilized, An aggrsgate, 1n NAM, consists of a3 set of

tixed-length gpages, allocated on disk by the operating

system. This s=t ot pages 1s managed as a unit by NAW, and

contalng poth the directory and data infoermation,

Since the itemns to Dbe stored 1n the pages are all of
variable lengths and the pages are all of a fixsd length,

there exists some uynused, or free space wlthin sach page,

As mentioned, this freae space 1s useful for accenocdating
future additions to the aggregate, but 1ts pr2sance reguinss

i

a Shace mandgen

nt sc

Storags Structure 51



r\
e
i$)
e
o
{0
¥ 4

Thera2 are two Ways 1n wWhich ths Iree space within a page

may ke managed, ¥ithin =ach pags arse normally stored

18 modified 1t

=
ja¥)
b
©
S
e
jo¥}
3
o
[

1t s length or contract. When 1t
expands, extra space 1s obtained frcm the unused space; when
it contracts, *the 2xtra pcrtion then becomes unused space.
The two ways 1n which the unused spac2 may be wmanaged are
either tc collect 1t all together in cne place within the
pag=a, cr to leave 1t distributed in small pileces betwaen the
individual data 1tems. The two approaches may be pictured

via the tollowing diagram;

3

CLUSTERED DISTRIBUTED

[

/

777

unused spaca
data itams

The first of these tfechnigques, ciustering the unused
space, regquiraes that all data itenms bs  storsed contiguously

at ona end o©of the page so that the unussd sSpace may be



collected together at the other ¢end. When one of the data
items contracts, or expands, then cther data i1temns nust also
te moveaed. Fcr exawmnple, in the first diagram abovz, 1f data
item 3 1s shortened, data 1tems 1 and 2 must be aoved up to

jth

{0

n2d then i1tzus 1 and 2 mnust

\J

compensate; 1f item 3 18 len

io]

be moved down to make room. Thls wceving requlres procasser
time; a sinmple change of adding cne charachter to the last
record Mmay raguire the moving ¢f several thousand otiher
characitsers tO make IOOMm. This technique, however, 13 also
very siwmple to manags - only cne area of free space exists;

its location and lendth may be described by two values,

The second of these techniguss, distributing the unused

( )
oy
o))
n

spa the advantage that - many expansions and all

aguira  no mcvemaent of other data it

ccentractions

e

However, some expansions may reguire wmore space than 43

inmadiately adijace

o]
ot
-

these expansions require other itzms

to be moved *to acguire the unused space adjacent to  them.
In additicn, a wmore complicated space napagement schemes 1S
reguir=ad - thare exi1sts a variabkle number of variaple length
free areas to manage; keeping track of the total frse space
15 slightly more ditficult

The technigue used by NAN 1s toe former. Sincsg the £ages



are expected to contain a fairl
nany as a hundred), it would ke =&
buted scheme fto have a fairly |
items of unused space, The manag

wounld reguire a tair amount of

expected that a fairly hich prope
reguire more unuvsed  space than
cent, particularly in view ©f tae
to thelr aggregates much mcre o
This, 1in <ccnjunction with -he
algorithms n=edsd %o wmanags *h
Wwith the presance in the hardware
move large areas of data, le
clustered schep=2, 0On the machine
18 =asier tc move data to a locat
in addition, mors expansions of d
gxpacted; thus th2 unused spacs

th2 page, so0 that expansions inve

to lcyer addresses,

For the purposes of allocating
the aggregate, it is important t

Space existing 1n sach page. T

opbtained by r=ading =2ach page in
a very costly way to obtain fths

Chapter 4
v large number of i1tems {(as
Xxpected with the disgtri-
arge numb2er ot rathsr small
ement of these small itams
space and in addition it is

rtion ot expansions would
Wwould be ilmmediately adija-
fact that users add data
tten than they remove data.

simpliftication of the

¢ space, and in Conjunction

oI single instructions to
d to the adoption of the

usaed (IBM /370 [IBW 6], 1t
ion whese address i1s lover
ata than contractions ars
13 kept at the lower =nd of

lve moverents from higher

data itams to

TAgES

0 know the amount of unused
his informaticon could be
turn, but this 1s cbvicusly

inforwation.
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kezps a map which contains ong sntry for each
aggragata, Each such entry indicates the anro
space 1n the corresponding page. This fress s
kzpt in the first ©page oL tThe aggregate,
residant in main memory in NAM, when the aggreag
accessad,. Thus NAY 13 able tc lccats all ar
space within the aggregate 1nm2diately withou

any data transters,

One other facet of space mana
the aggregats may contain a va

cach of wvariable length. Scwe n
items, or groups, as they are ca
is needed. In order to loc

T

identified by a unigue number,

numbar is used to index tal

page, Each entry in the tabl
the page and the length of the

group ma 5 a variable length

pags, =2ntries are addsd to the

group map

jene

of

nt eyi

5]

n

S

which

whic

page in  the
unt cf unused
pace wmap 1is

k

is always

ate 1s peing
a5 ¢f unucsed

pserforming

rach page

riable number of data items,
eans or locating these data
ilsd in NAM, within the page
ate the groups =ach ong 1s
h=2 group numbar, This group
stor2d in the front of the
€ ccntains the offsat within
corresponding group. This
; as groups are added to ths

axtends into
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the bottom of the unused space, as illustrated here,
GROUP | UNUSED | GROUP | GROUP | GROUP
MAP SPACE 1 : 3
—7 &«
The first satry in the group wap 1s reserved to describs the
ires space withirt th2 page.

This, then, constitutes the space managemsnt schene used
by NAM. Each page containsg a set ¢f groups, a group map,
and some unused space. The location of the fres space and
2aCch group within the page 18 given by the group map. In
addition, NA¥W r2tains the amount cf {£ree space 1in =ach pags
through the global free space Mmag. This technigue was

devaloped

in th

used

independantly of,

R relaticn

Systen

2t al 1976 1.

Th= us
addressing

4 group map

individual groups.

b

al

also assist

ut

da

i3

ta

guite similar to, that

base systen [ Astrahan
s in a technigus for
group can bz locatsad
Storage Structure - 85H
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through two pieces of infcrmation; the numier of the page
containing the group, and the group number of ths 4grcup
within +the pags., This 2-tuple rewnains constant rsgardless
of the pcsiticn of the droup wlthin the page; 1t varias only

it the group 1s novad from one page to another.

oy

One important advantage cof space managsment and
addressing scheme used in  NAM should be notsd here; the
origin ¢t the groups 1n any ong page 1is unimportant. They
may, for exagple, be constituent parts of unrelated files,

Thais allcocws ftor the efficient handling of verv small groups

or data, such as a tile with cnly a tew Trecords. Thes data

in

portion of such a fil=2 may be stored as a single group and
conseguantiy a page may contain a aumber of such fLiles.
This 1s an iwmportant consideration 1n ord2r te avoid

degraded pertcrmance vwhen smald files are ussd, HMany fils

fus

systems, since they trsat each file as an indepandent
entity, have a mainimum anocunt of disk space that can be

allocated for each tile. Tor exanple, in UNIX or RSX, a

[

file CCupis

ﬂ»

S a kinimum of one ssctor on disk {(H12 bytes),

{

in IBM's 0S/VS, most files require at Lleast opns  track ot

disk space (7000 o 20000 bytes).
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Within the aggregate, two distinct sets of data must be

storeds; the directory information representing the hierar-
chy, and the data records, These two reqguira very diffsrsnt
storage technigues and hence are discussa2d indepsendently.

Considering the file hierarchy, it 1s apparsent that each
node 1n +the  hlerarchy will have to be stored, along with

inftormation

1

2lating *the ncdeg tcgsther and relating ncdes

.

to thelr data records, There are thus ftour basic consSidara-=-

3

5

tions in storing the nodss; the msthods by which 2 nodse is
relatsed to 1ts data r=cords, the means Dy which nodes can be
located by name, the organizaticn of the nodas within ths
aggregate, and the wethods by w

cach othsr,

The means by which a node is related to 1ts data records

)
1

will be discassed 1n  the next sachticn on record storage.

u
J

For now 1t 1is only iamportant to realize that each node

possessing data T

jat}

€]

cords will ccontaxrn an index, which will be

1

stored with it.,
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5ince the method by whichk ncdes ars located by name
affects the cther two consideraticns, the oryanization and

relating ot nodes, 1t 1s discussed ftirst. In most file
systems which support a hierarchy, only totally gualified

names are permitted,. This simplifies the search somewhat

P

¢

)

since the nanes indicate

0
ot
(.+
o
o
Q
o8
o
[y
<
®
I....

(L

in the hnisrarchy

which subnods to sear

@]
jou}
s
55}
o]
[
m
=
o)
=
o)
!.—J
©
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{._)
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D
jo}]

the name A.D,.K t2lls the file syvstenm to tirst select subiile
D from A, and then to select subfile K of D. Only three
nodes need b2 sxamined., However, if the user only sgpecifies

the name "K"™, then searching the hisrarchy from the Top dcown

o+

requiras much more =ffor

U
oF
fui

- At the firs ievel, the file

(L

system would have 1o sxamine all subfi

s
[
o
1]
o
o
™
(@]
wu
o}
-
o
o
fds
x5
“

and would thsen have to examine =ach of their sons in TUurn

until ncde K wers found, Since duplicats names are allowed



i
i
~
o)
¢t
o

{file L could alsc b= given the name K), the f1l<
could not stop when node K were found, since 1t would still
have to ch=ack the rest of the files to see 1t the supplied
pame were ambiguous. Since this sszarch could bhe very
tim2~-consuming for large hierarchies, scme other mechanisn

is nesded,

A much wmore eftficient technigue is to use an index which

or

s

locates nodes without using +the hiervarchy itself,

—+
o
4]

exanple, 1t an indeX wWere tc exist which could indicatse

locaticns of all nodes with a given nane, then a dire

)
O
fus

g=arch to these nodes c¢culd be made. VWhen partially or

totally gqualitied names were given, the rightmost name could

)]

be used ¥

ith the index to lcctate a node with fthat nanms, and
then +*he hierarchy could fe searched from this nodes up to

check 2ach path against the givern gualifiers, FPor example,

.
=

X Y 7 XY 7z ¥ Y 7



may be examined tc se2 which pa
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gualifisd nams. I

raefter t ncdeas names

path would 1n fact xaminead

[

T ad

To implen

First of all, node
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associated with 1t a reasonably
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in comparison

algorithm;

and thus
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a pointer to 1

ussed later, Secondly,; an
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gfticient search algorithm,

the tree search
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antire
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entry tor severy node in the

locate any node by name. It

n main memory so0 that no data
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v

callad a chnained pash schen lists of addresses are

[€)]

- Thess

Ie
{

burlt dynamically; =ach nodeg which 135 ftranstormed to a given

®
3

-

ntry in  the fixed tabls by the hashing functicn will have

U

an entry created in the corresponding list containing its

¢

address, as in the followang diagram.

FIXED TABLE

NAME
nym ENTRY
}:J‘QR HXN

Given a  hisrarchy with, for exasmplsz, 1000 nodss, *hs=

average list length expscted would be approximataly 10

in it.

antriss long, since the fixed table has 103 entri

[0
in

This would imply that for each sear 0 nodes would

,.
]
[¢!
ju
o

b
=
@
=
®
s

have t0 be e

T
]
W
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o
3
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joN
o
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reduc cach entry  in

(L
r+.
e
*,J
0
o3
o
-
D
o]
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[t
)
}._.3
}.J.
0
ot

includes a second hash value., Thus, two hash

values ars ccarputed using the name; the {irst seslects

N
o
o

entry 1n  the fixed sige table, thsz sSacond salects an 2ptry
from the varialbls length list. This vyields a valus of
20,368 unigue pash  values in  HAM, since the second hash
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value takes cn all values

storage) . However, 1

DOsSsSeEss the

X

names may

sionsh  re equire NAX
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n

cted number of

a
>
=
{ f/

n
}..l
o]
O
U
o+
oy
D
1
D

SRANS

0]

te

.
(]
=
!._l
P~
[

collisicns., Of course,

be examin=ad.

It should now bhe clear how

Two hash functions
provides an index to
selacts a  subsst of
For =ach such slement,
the name 15 <checked

ollisicns). For each

up through all 1ts ancestors

=3
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m
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B
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o
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tirst of these, a path may

is a totally gualified

,{p
\ﬂ

examine
sarchas upon sither of the two
ccllisions
26,368

provide
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from the corresponding
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sible
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ford
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Ning
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ible that two ditferent
values; such ‘colilzi-
axtra node for name
wnich collide. The

i1s very swall, though,

Whenever such a node

hash list will have to

mav be locatad ty nare.
on the nam=., The first

hash table; the second

orrasponding node 1s read and

possibility of hash

the corraect nan the ©path
roct nods i3 searchad.
such a search,. In the

found for which the given hame

ancestor 1n the path
Such a path 18
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acceptad as the

{

= result of the search, becauss the file with

(

such & name 18 unligue. The second possibility 1s  that a
single path 1s fcund for which the given namks 15 3 partially
quaitifisd name. Such & path 1is also accsptsad., The third

possibility is that several paths may have been tound which

match the given name, It all of the aths reprasent

!

diffsrent paths to the roct for the sawme netwnrk node, th

o
fon

the first such path 1s accepted., Otherwis=s, the glven
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1s ambiguous. A tourth possibility exists in that no

o
o)
[as

T
©

st

—
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matching the given gualitiers existis, Such a ragu

e}

7

th2 previous ambiguous case, is in error.

One sligant modification to the above search sitrategy
exists, It was mentioned sarlier that a ftacility eguivalent
to tha concept of a current directory for delipiting npame
reterences tc subpcocrtions of the hierarchy exists, This
facility 1s airplemented in  NAM by allowing the ussr to

specity a rssiricting, or gualitfyving, file pcsition +to

=

.

25 DBy nane,

N
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Q
jod
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delimit s=ar

N
£
[

n  such a gualifying file

position is given, all name r=ierences ard® takear to  relfer

cnly % tiles which are subfiles of the given restricting

node. The only modification to the above search sirategy

reguirad to provide this faciiity is +that iastead of a path

10

-

being fcollowed up to the roct neds, the sSearch i1is  sto

when the restricting node 1s reached. ALL paths which do
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noct encecunter the rsstraicting no
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ignored; the atfore-
mentioned four possibilitles are then applied to the subsst

of paths which terminate with the
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L
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tricting node,

423.2 ORGENIZAIION OF THE NCLLS

The next basic consideratior in the storage structure
used for the hierarchy 1s the organization of the nodes,
Several constraints must be realized befocre a structure may
pe decided, First of all, each node possesses the fcllcwing
informaticng it c¢ontains & name, some infcermation relating

it to oth2r nodas {t0 be discussed in the next seciicn),

(t)

some informaticn relating 1t tc its data records (discussed
later), and a list ot attritute and passuord tields All of
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these pieces of znfcrmation may casily

ilnto one data structure; ne ditticulty =2xist in their

ot
n

storags=, A node aay simpply be viewed as a single entity,
which 18 subdivided 1into its internal ccmponsnts. Such  an

entity in NAWB 1s mcst easily stored as a single groups; f

O
s}

et
jru g
/"\‘ )

the purposes of space wmanagemeéent and addressapility,

entire nods may then be treated as a unit, tharough *the pags
and group numker mechanism already mentionead,

4 second constraint, however, atfects the




these groups within the age

(V)

gate as a whole, it is

‘..Q

necessary to understand the Irequency ©f access to thza nodes

R

to decide where theay should be placed. Most of the itime,

the user operates with a small pertion of the hierarchv. Hsz
pertorms a set of sditing ccmmands upoen ons saction of his

data and then mcves to another section, He does not very
frequently jump from one place tc anothar, at lszast relative
to the numbsr o0 data record c¢pesraticns that are being

pertormed., Thus, many data record operations are dJgensrally

e

pertformed upcn each ftile Dbefcrz the user moves to a naw

v

filte, Fcr these data record operations, ths usaer will need

it

toe access only th2 one node containing the given records.

Fairly often, tut not nearly as citen as he accesses a set

(U

of data records from the file, the user will search for a
new file by nams, when he switches from @diting one file to
2dlting Aanothsr, Bven less often, the user will perforn a
tre2 traversal of part of the hierarchy, g=2nerally in order

to 1list the names of his files. Thus the storage structure

]

should be organized with the view that tThe user spends nest

of his time only reqguiring access to one node of ths

hierarchy, and should be somewhat Less optimized for
searches by nanme, and les3s again for tree traversal fron

file to file,
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¥ays in which the groups containing the
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nod=s of +the hisrarchy may be placed within the aggregate.
Each such grcuyp mav be placed rardcmly wherevaer thers 18 A
page with sutticient room, cach node wmay be stored ftoygsther
with 1ts data racords, or the ncdes of the higrarchy wray bLe

collected and stored together.

(U
n

For tThe purposes of the most conmon acecess to nodes there

ares placensnts.

o+

1s very Littls ditference amcng the
Placing a nod=2 with 1ts constituent datea records 1s slightly
more efficient since the nodes and the data records may be
read 1nto mailn memory with one access. Howsver, very often
the data records ror a node will occupy several pages of the
aggreqgate; th2 node 1n this case may only be placed in ¥ith
one portion of 1ts data records; the user pust access that
particular pertion of his data to realize any gain - cver
placing the node in a random place within the aggregats. In
addition, the node need cnly be read once and then may be
stored 1n main memory for an entire set cf opsraticns  upon
the file, sc that an extra data transfer to r=ad the node is

not particulardy important,

Turning to the less freguent accesses to nodes, a more

substantial diftference between the placsmnent possibilitiss
exists, For the purposes o¢i performing looXxups by nane,
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cach reference by name Treguires the examination of sach

D
9]

ancester of the node bpbeing located, If  the nodes arse
scattered throughout the aggregate, 2aithsr randoaly or with

their data records, many data accasses to diffsrent pages

D]

will be required to perform a name S2arch. Collecting th
nede2s  tcegether into a swall set of pages will be much mors
eifticient for the simple reason that each read from the disk
unit will read a s=2t cf nodes:; the chances ot the nasxt node
to be examipsd already having been read are greatly

imprevad,

In a similar ftashion, the least {regquent access ¢ nodes,

travarsal, is also wmore =tfaicisnt it the

to perform tree
nodes are collzcted tfogether into a small set of pages,

¥hen performing a itrze traversal a set of nodes 1s  sxamninzd

W

0

in succession; this operaticn obvicusly requires tewer reads

Sk

X‘Jk
ey

from d 1t the nodes are collected ftogether into as swrall

A number of pages as possiblse,

Thus in ¥A¥M the nodes ot the Thiesrvarchy ars colleacted

togaether ainto one sSet of pages. The small losses 1in

efficiency Tesulting from sometimes havinug fto read t¥o pages

in crder f£o have both a node and scme o0f 1+ts data r2cords

memory resident 1s more tThan compensated for by the very
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large differencs 1in 2fficiency for s=a

"y

ches by nans and fres

{

traversal operations. Thes

(ﬁ
e

pages 1in vwhich the node groups

are

’

stered  are called directory pages, and are not aliowsd

to contain any data rTecords; Jjust nodas, The directory
pages are allocated as nseded from the set of Dpages

pelonging to the aggregat

and thus the2 number may increa

0

[
o]
0

]

as neesded; there 1s no fixed number of such pages,

Given thess directory

o

rages  contalning seotzs of nodes,
there is still the consideration of the crde
of +the nodes among the directory pages,

placed randomly within the directory pages

space, Or they may be ordered Zn sSONe #wWaV.
orda2r the nods 1n  such a way that nams searches opsasrate
more @rfficiently. Yhen a new node 1is added to +the  hisrar-
chy, it 13 placed along with 1its trothers in the rags

containing 1ts tather. It this page dces not possess
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the contents of the page are split across the two directcery
pages. This eplit 1is performed 1in such a wav that the

lettmost half ¢i the pcrtion of the hierarchy stored in  *h

O

original page is left in that page, while the righimest half
1.8 movad to the npew page, For exanmple, 1f a dirsctory pags

contained the tollcwing porticn c¢f a hierarchy,
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then the vertical line repressnts a possible split positiong
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rodses to the right are moved te ths new page. In this way,
nodes are placed with theilr fathers as nuch as possibla; in

S

the above axample, all of thz leal nods
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levels of ancestors arse stored in the
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many mcre nod=ss  than shown  hels
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d1Tectory paga.

8.,3.3 RELATIONS BET

One consideration remains regarding the storage of nodes
som2 means of indicating the rTelations between nodes is
needed, Soma constraints exist to limit  the cholice of
technigue; Dame s<earches reguire  that pointers frecm sach

nod= to its tathers ayist

apility to handle network

filas must be present, and the structure wmust psrmit treze
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thilis technigue chvicusly not

1s

h

searches and Q

4

irplementing net

based on ¢t brcther <z

[y
[0
]

font

contains nte o

O]

OL N one Cr

3

are not particularly applicable; a

several sets ol trothars,

T re th of a variabls

use

@

G U

AL

handle netWork nodas. This

gtructure to manages.

The approach used in NAHY

pelnters %o

allows r dos

sens, and upvwards

1y

[ Martin

leit

tyin

2

B

would

1975 7.
ations o

¢ t=chni

chysical
t

o

T

¥1]

adsgua

works cf

of its

right order.

pointers

a very

Chapter 4

2 hi

D

rarch is

Y

subdividing files

e]

-

o cn

=
s

r more

used

que t0 repr

contiguitys

’ poth

files Fure:

'J)

in which a ncdea

Pl

brothers likeawise
have

would

complicated

o+



Chapter 4

i
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Py  using mudltinle £

ther poeinters. Movemsnt frcecn a nods to

its prothers for the purposes of a t

4
1%

22  traversal may  Dbe
pertormed Dby =Xamining the son list from the node?!s rather.
Since NAW attempts to store nodes and their tathers together
in the same page, this usually Tragquires no extra data

transters,

Thus the represgentaticn ¢t the hierarchy may be sum-

marized as folicws. Tach node is represented in  the

- L

s3]

)]

i

¢

aggregate by means of a group containing the name of the

. -
ot
0

noede, pointsrs to all its scns, pointers to its fathers,
attributes and passvords, and some intormation {not yet

specifiad) relating the node +o its data records., Thesse

groups are collscted together a1ntc separate pagss within the
hisrarchy and are arranged in such a way to kszp . each nede
in the sSame page as  1ts father. ToO periorm searches by

name, a hash table 1is stored 1in the first pags of thz
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4.4 RE

A wmaijor consideration 1in  the storage of data r=scords,
particula these which are most often accassed in  a
sequential tashion, 13 the coldlection c¢f such records into
blocks, Consecutive records are grouped together into
blocks s0 that one data transtar mayv be used to accass a

large numbar of records., The largser tinsse blocks, the fewer
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g0 that it is dnportant in
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the numbe
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to maintaln th2 largest possible such DpLlocks, givan the

(

restriction of the NAN pagesize. To provide blocking of
records, consecutive records are stored togethsr in  grcugps;
that 13, a set of adjacsant records frowm a file are collectad

together and are stored and managed by NAM as & single

Ve

roup. The racorxds ot a file «containing sSource Drograns
frequently Bbegin with a numbe£ of blanks, especially 1t
indentation 1s used to display the program structurs. Thus,
NAll compresses Out lesading f£lanks (and assumes that the
editor does not supply any trailing blanks) sc that wore
records may Bbe stored 1n each grcup. This provides a sinple

way of increasing the etffective blccking Factor,

To build the data groups, NAN attempts tcoc wake +them as

large as possible 1n the fcellewing wmanner., VWhen the first



record 1s inserted into a f£ile, NAM assumes that the new
data ti1le will occupy at least half a pag and thus
attempts tc find a page that 1s at le=ast 1/2 ewmpty, 1if

possible; or if

that it 1is large

Even if the data
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page. Each oI

n10t, the largest remaining space, providing
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i, iess than 1/2 a
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oups, an attempt 1is pags
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group plus soms extra spe
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largast possible grcup.

2xists tCc move the entirs
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two, 1n the sawme way that

p the groups of t rds as large as
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as the ftacili tc racomhine
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aleted., inen a record 1s deleted from a

S immediately preceding and following it

examined., It sufficient SXists
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space

ges containing the original group, or in

previous or foelleowing groups,

Ombined 1ntc one larger group.

s not split intc smaller groups attar
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the s2t of groups containing its data records. This npgans
must provide® both for saguential retrieval of the 1=scords,
and random accass of a particular record by 1fts key. Since
2ach recerd in a particular tile poessesses a  unigue  Key,

this retrieval problem is an example of a standard reitrisval

tc which much

W
t._«
=g

problem, Kpcwn as praimary key ratriev
zttort has besn devoted [Knuth 1973 7. Fortunately, sourcs

tiles such as NAM manages, usually dc not posssass very large

th

numbers of reccrds, Yhile datapases tend to contain tens or

r
fod e
th

hundreds of theusands of reccrds, 1 very unnsual to find
a unit of pregram text comtaining more than a Lew thousand

records; with the subdivisicn allowed by the fils hi=srarchy

in  NAH 1t would be nmonre usual to find files which consist

v

only of hundreds of resccrds. Thus, nmultiple level dynaplc
index technigues, such as AVL trees [Fester 1965 ], B-trees

[ Baver et al 1972), or indexed-sequantial tsechnidguss, such

as IBM*s VsSA® {IBM #], are nct nscessary. A sinple,
one-jevel 1ndex, containing cns entry psr group of records

in the fils, 1s adsguate. Each such index enirly contalns
the record key of the highest record in the associated

group, and th= address o©f the group., The ccllection of

these 1ndex entries is then stored, in ordsr by racord  key,
in the node for the file, as depicted by the following

diagram.
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To locate records ssaguentially,
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L,

ata record groups; to
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used Lo obtain the addressses of

locate a recerd Dby Kkey, the index is ssarcihed to find the
tirst index zntry whose recocid key 1s highar or egual to the

given Xe2y; the record, if it exaists, will be containad in
the corresponding group. Ac¢cess to a record by key may thus

be periormed directly, once the node containing the index to

[$)]

Thuas, becaus of the small size of source data files,
record sStorage 1s gulte simple. Each node possessa2s a  set

ot index =antrises, sach o©f which contains the addrass and

highest record kay of a correspendinyg grcup of data records.

i p
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Chapter

CHAPTER 5 - TNTEGRITY !

In a file syster such as NAM fthere is a greater chancs
tor a loss  of inta2grity than with other Ifile systews. 1In

the first place, MNAM performs direct updating and begcause of

§
[0

{

this, many data items have to e linked togethar, rathe
than simply b2ing enteresd in sequential fashion,. This means
that often mcore than one change tc the acggregate 1is reguiread
for one file system operaticn. If, for any r2ascn, only cne
of these changes is performed, the data within the aggregate

courid Dbe left 1n an inconsistent state, Reguiar file

systens cperate upon only one tiie at a time so  that conly

1
;

that one fi1le could be damaged by a failure. However, HAH

operates upcn an entire set of tiles within the aggregates at

once, A potaential eXists for a failure to damage an entirs

The chapter 1s divided intc ftive s=2cticns, First of ail

the types ol tail are discussed., Then, various techni-
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quas for handling these failurss are pressented. The last
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NAM, divided into sections on aggragate-speciftic ta2chnicgues,

ftile~-spacitic techniquss, and finally vrecord-specific
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5.1 CAUSES OF FATILURE

There are twWo major categories ct sysitem failures, The
first of thas2 1s characterized by incorract data being
written into the file, The second type cf faillure 15 one in

which the data is correct, tut notr all of the data 1is

present.

2:1.1 CRUSES OF INCORRECT DATA
The major cause of 1ncorrect data 1in the user’s aggregate
is a coding or design error 1n the file system itself. Such

Srrors are€ 1nvariably present, at least in its early life,

in a file system which 18 as complex as NAM, Another
possible cause c¢f 1ncorrect data 1s the overwriting ot

WEHCLY areas
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sSysten owing to errors
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2 other program, or in the Opsrating systen
1tself) . Nermally the operating system protacts the memcry

areas of ons user trom other users but arrors  within the

operating systen 1itsell can damage usa2rs?! areas of meErnorv.
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2rTOoTrs are ery rare; 1n any <case, nothing

W

can bg done, in tne file systen, to prevent then, Similar-
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D

ly, errors in the actual hardware can result 1n incorrect

a

data. Much checking is performed within the hardware *o
detect such zrrcrs, Fcr practical purposes, the possibality

of hardware error can be i1gncr=d.

5.1.2 CAUSES_OF INCONPLETE DATA

Most of the 1integrity prceblems are caused by some failurse

P}

. For example, if

s}

which causes 1nconmplste data to be writie

[

el data transfers ars reguirsad

£
“+

0 perform an operation,

{
{

such as creating a necde  an  the hierarchy, then 1t 1S
possible for some avent to cccur bet¥Ween the fwo transters
50 that conly the first one 1s periformed, This <can cause
inconsistent data to be present. Yor exampls, whilse creat-

ing a node in the hievarchy, the nods itselt may pe written,

but the pointer tc 1t from its father wmay not pbe writisn,

S5uch incomplete data may result {frem many <causss.

=]

codling ot design error 1n the Tile system may result in the
omission ot a reguirad data transter. Similarly, the
7 System or hard¥Ware may <€rr and neglect tc perform
a data +transier it has peen reguested tc partorm, althcugh

such a causs should be extrswmely rare. A mora CcOoBRMOn CaUSE

¢t incomplete data is a power failurs  which causes the
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machine to halt petween tWO SUCCassLVS

0]

. L SN -
data transfisrs,

Similarly an =2rror somewhere in the operating systsm pay

F

Lroksn connecticn on the
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n

cause the VA

communications Lline to the ugeris tarminal amay cause the

to terminate all activity for ths user. Finally, a

i
b

human error may also cause the sysiem Lo halt unexpectedly;

as, for example, it the operator steps the machine,

De2 RECOVERY TECHNIONU

discussed 1in later sections. The techniquaes discussed are
divided into twe typ2s; +these that are used +o0 onravent

problems frcm occurring, and those to recover from such

problens atftarwards,

5.2.1 PREVENTICH HMETHCDS

Tt was meniiloned that both general cat=zgorias cf failure

causing rncorrect and inconmplets data, could be caused by
ancorrect design or coding of the files system iltseli. Hhile

O

0

the design and constructicn of correct softwars 1s a topl

n

which is outside the Scop: ¢t this thesis, scme  general



-
S

commen are applicatle.

The of error-fres

productacn

software 1s greatly *facilitated by +the division of  ths
software intc tunctional modules. For exampls, ain KAM, cnly
one rcoutine pesrforms the function of adding a pilece of data
to a group:; c¢nce this cne routine has been debugged, ong wmay
add data tb groups #ith reascnable coniidence zthat the
function will ¢ performed ccrrechly., In NAM, <ach such
module performs extensive chscking cn it input  parametsrs,
as well as on the actual data within the agyregate, T any
0of these checks fails, a diagnostic menmcry dump 15 takzen and
a close operation is inltiated so that further, possikbly

incorrect, op=arations may

al mewmory are<as

r order to minimize
possible technique 13 the

that OCCUr. For an

axanple,

nct be performed until the intern-

are reinitialized.

the impact of systen faillures, cone
ordering of the transfers to disk
#hen a data ifem 135 tc bhe

removad from one list and 1s then to b2 placed c¢n another,
it the +twc c¢cperations ares nct orderad correctly, the
transier placing the data on ona list may occur, without the
correspending ftranstier to removes it from the original list,.
This may caunse 1nconsistent data, sidce each list may
indicats that the data item beliongs to 11, It the data
transiers warnc performed 1in s

removad trom the first list in
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add=2d to the sscond list in a second data transier, fthen no
inconsistency could result from a system fallure. At worst,
the data item weuld not exist on any iist but 1t <ouid not
@x13t on both.

As an exanmnple of a file systenm whicn doas not utilize
this ftechnigue, and which sSutfers problems as a result, the
UNIX operating system uses linked lists to wmanags fhe
allccation ot blocks on disk. Each biock may either exist
on a 1list ot wunussd blocks, o¢r 1t may sxist on a list

indicating its

some plccks a
does not order
tencies  such

restart the sys

recovered from

Another tec
problems, Beto
copy ©f the dat

separate

periormed tc a

old data may
and then the ol

ownership by a file. After a system fLailure

rae  often left on beth such 1ists,

the data transters appropriately. InconsSis~-
as thnese sometimes make 1t impossibls to

Tem; systen musc

an older backup copy,

hnique exists for ths prevantion

re data is tc be moditfied, a

some

a may be made, and the changes may

0DV, Atter all <*the <changes have been
set cf such copied data, any pointers to  the
be moditied t¢ peint to the new altered data,
d data 1s deleted, It a svstem failurs



Chapter b

occurs, then +the old consistent data is still peinted to,
This method Was not adopted anywhere in NAM for one siwmples
reasons: copying the data 1s guite saxpensive; cheaper

techniques were fcund fo work.

2:£4.2 RBECOVERY HETHODS
Recovery from prcblems caused by system failures may he
accomplished in the following way. A special routine may be

provided which 1s called, either manually through opsrator

+

sguest, or automatically by the systewm, after an opzrati

=
O

system error, Or when power 13 restored after a power
fazlure, Such a routin® may tinish any incomplete opsra-
tions which were 1in progress when the system was stopped,
using data still remaining in pain memory., However, sSuch a3
technique requlres both the egxistence of non-volatileg menory

which keaps 1its contents during a power failure, and also

regquires spscial support by the operating system to call the
routine aftter a failure, Neither of these =2xists in  the

particular environm=nt used by WAM, so that this technilgue

is net arplacable To NAH, In addition, aftter an operating

of anvy operatin

O

systen lists or control plocks; such a

{y

L
D

ecovery technigqus may depend ugch the exlstence c¢i  conirol

7

information which was damaged

{1
j o3
e
o
i
-
")
5
P

ocriginal proplsm that
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caused the system failure.

However, there is a wvay
Betore a file
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write
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operation be pertormed,
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recovaer it. This method dis widely used 1in  NAH, For
exanpia, the tree space nmap is redundant; 2ach page also
contains thea amount ot fres space presant 1n  the pags.
Thus, it tha frees space map dces not get writien properly
atter changes have begn made to cthar pages which alter 1%,

1t can be T

[43)

coverad from tThe data within the pagss

5.2 _AGGREGATE

The specitic technigues used to ksep the aggregat:

(1)

as a
whole safe will now be dilscussed. Three such glckal
technigues arse used; Writes +to disk are crdesr=ad, redundancy

ig used to rsecover the fre

m

space map, and flags are sa2t to

indicate aggregdates which are active,

The most important technigue for providing intedgrity 1in

'“i
s3]
b
or
o
h

NAM is that of ordering writes to disk. A gene
managemant scheme has been irsplementaed which controls the
butfers into which pages 0f an aggregate are r=<ad, and from

which they are wyritten, Thi

wn
o}
-
*»J

ne also parmits a calling
routine to reguast the writing of pages inh a ceCftain order,
In order tc nminimizse the number of data transters, NAA

allows additional changes to such ordered padges, provided
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stem failure

ocCccurs
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cklem area is the hash
¢r a node 1is renamed, the

2 may nrot bs consistent
i1lure ccours. Yet a third
ct splitting a dirsctory

n=yw noda, In this case, a
large number of 1nvalid
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the aqgyregates in ordsr to move a 32t of nodes from ons pags

t¢c another.

Turning to the first of these areas of concern, two

techniques are usad together to recover links betwsen t

3

nodes. A very important princinlis

1

> used in all  file opera-

{

tions is to write no pointers to data until the data
referr=ad to has alrsady been creataed and written out to
disk. In copjunction with this, links to existing nodes are

alyays ordered in such a way that the father tc son pointer

ct

{encetorth cailed the son pcinter) is established befcra

I’

th

)

corresponding son to father peinter {called the father

o
jund
ot

pointar). In this way, tree traversals through the hisrar-

&)

chy <an alwvays be perforped without sncountering invalid
polnters; 2ach son pointer will peint to a valid node. The

a@xistanc

o

Oof pointa2rs in pboth directions patween nodes both
causes *the integrity rprobler and provides the solution,
since the redunancy rrovided by the two pointers can be used
tTC recover a missing pcinter. Whenever the locate oparation
positions to a son of a nodse ths existencs of the corrss-
ponding father pointer 1s checked; 1t this pointer is

missing it 1s  simply  1inserted. In +thils way, a tree

traversal through tha file hierarchy Testor

tather peinters. The son point=2rs are all knovn ©o b=z valid

1

becaus2 of the ordering of the writes for =2ach Cperation.
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The hash +able is kept consistent using similar techni-
ques. The hash table entry for a anode 1s always created
only atfter the node Ltself has peen successiully creatsd and
linked to 1ts father. Thus no 1inconsistent hash sntry

pointing to a non-existent node may exist, Howevar, 1f the
system were tc fail between the creation of ths node, and
the creation of the corresponding hash entry, it is possible
that a node may have nc correspending  hash  2ntry,. Again,
redundant data is used tc¢ creatse the required hash entry;
whenever a ncde is read by the lccate «c¢peration, its hash
entry 1is checkad, Any missing hash eniries are then addsd
automatically. Thus a tree traversal through the hierarchy

will correct both missaing Iather pointers, and missing hash

o
14}
)
iy

entries. Such an action 1s usually thes first action a

n
lua
(1

takas after an uwnusual event, such as when the sy

responds that nis file 1s nct found (dus to the missing hash

—

ntrv)y. It is planned that a ater version of NAM  will

(1

2}

U

automatically insert any miss3ing hash entries and father

7S

5}

pornters atfter a
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use? indication mentioned 1n the previous
an aggregate is opened, this indication will be it

the systenm ftailed during the previcus use of ths aggregate,
then a trawversal through the hisrarchy will be pertormed

automatically to inssrt any missing information.
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The third area ot coencern, that of b

[§¥]

rforming directory

g

pages splitting, 1s somewhat nore complicated. All of

cther orperations upon the file hierarchy can b2 handled by

1
]

carafully ordering all write operatlions *to disk, followed by

¥
1)

]

Wev-

reinserting any missing items using data redundancy. H

he operatiocon cof splitting a directory page involves the

¢t

er,
moving of a set of nodes tc a new page; =2ach such node will
change its address in the process. Thus pointers to any of
these nodes must be altered, Scme of thess polntars may b=
son pointers, cthers wmay ‘be Iather peintsrs, and stitl
others may bLe tﬁe pointers in the hash table. Thers 1s no
possible ordering c¢f operaticons that will always Llesave the

son pointers correct, with only the father or hash table

eptries invalid, since the movement of any ong nods may

require altsring both soh pointaers frtom ihe node's ancss-~

tors, and a father pointer for esach son. The solution
in +this «case 1s that of wraiting an 1indication of the

operaticn in progress before starting the opsration. Along

with this 1indication, storsed 1n the Ffirst page of the
aggregate, 1s stored an identification c¢f the page being
split, the split position within the page, and the n2w pags
to which some of the nodes are tc ke moved, This r1ndication
is not rewritten until the split i3 conpleted; 1f a systen

fTailure TeTH

T
¥
ool

inates the o¢peraticn, 1t 13 automatically

I
o]
ot
{1
&0
—
I3
a3
—s
N
o



resumned and completed the next tTims the aggregats 1g  nsed,
In this way, splitfting of a directory page 1s conpletely

safe, at the cost of two extra data transtiers *0 s=at and

rest

Y

t the operation in progress indicaticn,

Wow that the general technigques used by the filz o

{
O

1651

tions have peen discussed, the pecific details for each

particular operation may ke mentioned. The operations of

[}

locating to a necde, unlocating from a node, and adding ot
reroving attributes Ccr passwords, have no integrity con-

cerns, since 2ifthsr no data is medified or else only c¢na

¥

1

14

item, involving only one data transfer, neéed be changed.

The opsrations which will ©be discussed, than, are the
create, link, delete, repams, apd move operations, Crea-

tion, linking, rerpamgin

Q)

» and mcvaing all simply ordsr the

W3

data transiers appropriately; deletion uses more comp.
met hods. Cepving of a part of the file structure 1s not

mentioned since 1t simply uses the create and Llink oOpsra-

tiong to puild the new part ¢ the hierarchy required.

Censidering the ereate operaticn, tc create A ncde,
it is apparent that thr2e fasaic actions must occur., The new

node itself must be created, the scn poilinter must bs  added

t0 its father, and a hash entry must De created. Thase
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three functions are ordered by first c¢reating the new node,
then by adding the son peinter to 1ts father, and then by

creating the hash sntry. If & systewm failure occurs |

<

8
ot
=
o
M
s}

the ¢reation of the mnode and the c¢reaticn of the son

pointar, then t

:3-
147
o]
j)
9!
[y

cccupied by the new ncde will be
lost since nc peointers exist to 1t., This small amount of
lost space may be recovered during a later operation of
copying the aggrsgate *o a new location, ozr during a
validity check when +the aggregate 1s next accessed. A

taillure between ths last twe functions, creating +the son

pointer, and +*he hash entry, 1s recovered in the manner
already nmenticned. Of course any o©f +the thre=e functions

involved may reguire a directory page split to make room tor

the addition o0f new data; this possibility doss not alt

1

2T

{

the ordering ot operations used,

Linking a ncds under a second (cr subseguent) father 1is
an even saimpler operation, The new scn pointer is added,
followed by the father pointer, If a system failure occurs
petween th2 two eoperations, then the missing father pointer

is automatically inserted when the father and son are next

A

Moving a tile under & pew father 1is similar to the link
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operation. The n2vw son pointer is inserted first, tollowed
by an alteration of the tather pointer from the old tce the
ney father, toOllowed by a deletion of the old father o son

pointer, If the systen fails between any of these writes

then there will be twc son pointers, but only one father

n

unhse

-~

n

<

pointer, A juent trse traversal will insert the

missing father pcecints corresponding te the stn  pointer

which hes Dpo inverss polnter. Thus a network ncde will bs

created having poth new and cld ftathers as its twoe fathers.

1
foms

et

o
ot

The U3sr €an then 4« the exira se¢

D

[¢0]

t ¢t pointers. At the

present time, thers 15 no indication to the user that his

tile has ©been altered intc a network node. It is planned

D
f-

that a later version of NAM %wili correct this avent.,

IS

Renaming a file 1s performed by ftirst rewmoving the old
hash =atry, tedllowed Dby  altering +the name 1n the node
its21lf, followed tirvrally by adding the new hash antrv. Any

system fallurss will Tesuit in a nissing hash table entry

)
M

which will be added by a subseguent tree <traversal

Q
s
©
0

validity K) .

The last tile operation to discuss is that to
ncde from the hisrarchyvy. There are tuo cas=s; a node fTo be
delet=d wmayv have sav

ra

'___
H
Fol)
ot
je=n
8]
[
145}
\,

or 1t may have only cna.

L
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In the first case, the node itself remains; only
pointers is rTanoved. The +father opointer 1S
deletad first, leaving the son pointer in cass
tailure, The node will thus remain unduseleted an
may re2do the delete operatiocn when he discov
nod& still exists.

The cother case, the regular ncde, involves so
HOL X » Such a nod2 @may pessess a sat of gr
records, pointed to by a set of 1indsx  éentrias
node, "ach such group of data reccrds must be T
with +the node 1tself. Hewever, the data g
simnly Le remnovsed before the node itself is dele
system failur would leave The 1ndex entriss
ncn-axistent data Deletion of the index poin
tollowed by delztion of the data record groups c
a loss of a large amount cf space 1in the case
tailure since the data record grcups could be le
with no ind=x entrises present pointing tc  theam,
deletion routine uses the same technigue as ti
page split tunction. An 1Indication o©f the
delatad 18 first written out; then 1f a sv
gccurs the oparation can p2 completed. Th2 ramg
node then starts with the dsletion of the data g
these data reccrd groups are all dszletad, the ha

mewhat wors
oups of
within

emovead alcng

£t undele

Thus

stem failure
val of the
roups. Once
sh entry for
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the node is removed and the nods itself is deletad by
removing first the father gpolnter, fcllowed Ly the son
vbeinter, 1in  the sSame @mann as the deletion ¢f a neatuork
nods. After all ot these operations are conplate, the
indication that a delete operation was 1n prograss 1s
removed,

5.5 RECQRD_INTEGRITY
Providing int=grity during record operations 18  sSomaewhat
simpler than tor f£ile operations. This 13 because ROSE
ogperations reguire at most one data traasfer; LZor exanpls,
addirng a racord To a ¢group ncrmally requires only on= write
of the l=ngthened group, uniese the group must be split o
create more oo, Howsver, several areas of concern still
ex1st, These 1nclude operations which manipulate Dboth a
data record group and a correspending index entry, and the
functions of splitting and recombining data recornd groups,
Thers are threg ways in which poth an index entry and a
group c¢f Trecords are maniputated together. The first of
these occurs when the key of the last record in a group is
renumnbered, added, or deleted, In any ot thess casss the
key stored 1n the index entry wmust pe altersd sznce 1t
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5
o

always indicates the key of the highest 1200 in the grcup,
If the inde=x and group are ever written in such an crder
that after a system faalure the andex contains a lowar kay
than +the <corresgcending greoup, *hen these records in the
group with higher keys may nct be locatad by k=Y, since the
index is used o0 locate reccrds by key. Thus ¥when a highsr
Key 1s added tc the grcup, the index is written first; when
the k=y o©0f the highest rteccrd 1s lowered {either by
renumbering cr deletion), the group 1s written before the
index. In this way, the ipdex will always contain a key

that is higher than or egual tc¢ the highest record andgd

ey

)]
a

v
i}
Q
s
[0
n

by key will stall work. EZvery tims an index =ntiry

and the corresponding data group are read, the index 1s

checked against the highest key 1n the group and 1s altered

5]

automatically if incorrect,

The second time at which the index entry and groeup ol
records are manipulated together 1is that of adding a new
data group to a file, In this cass, a pew 1ndex entry nust
bz added, 1n addition to the new data group. The new data

group 18 written fi1rst, since Ctherwiss a  3Y

19!
ot
0]
-t
u
-
[
jond
t
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could leave +the néey inder entry poainting to a non-existent

grouap. If the systen tails after writing the data group and

%}

before the index entry 1s written, then the data group 1

the space 1t occuples is lost
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that used for dirsctery page split indicatzon that a

€
e
o
o]

split is +to be performed 1s written out, along with

t
s

§
i

address of the group being stlit, the addrsss of the 3

3ot
=
{

group peing created, and the address of the node whose index

)}

entriss are attectad. After @ system fairlure fthis informa-

{

tion 1s used to complete the split operation, dhen -~ the
split has besn successtully complsted, the indicatlon ig

removad.

Similarly, Tecombination of data groups altsr deletions
cannot bes ordered 1n a saie way., Thus the same method OF

writing an indication, performing the operation, and then

clearing +he indication
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Most data rscord operaticns do not invelve any potential
integrity violations since wmost operations sither dc not

alter any data {reading rtTecords, for axample), c<cr only

-

change o©ne itewm, the group containing Lhe current recornd,

Uniess this recocrd 18 the lsst one in the group, or a data

¥

split o©or recombpination 15 neaded, no integrity problen can

occur since only one data transier is n

D

edad to perfcrm the

be discussed turther; the measures listed above are sSuffi-
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client to handlie all possible cases.

To sumnarize the inteqrity surport provided by NAM, there
are four uwnpusual conditions that may exist after a sysien
failure., The free space map may be incorrect, there may bse
a missing father pointer, there pay be a missing hash entry,

or some space hAay b2 occupied but not accassible. The free
space map 13 treated as  peing only approxinste, and is
antomatically corrected when rages ars r2ad 1into wailn
nmemorv. HMissing rather poilnters and hash taple entriss  ars
reinserted whan the atffeciesa nede is located {(usually during
a tres traversal of the  hierazchy). Spaca occupiad by
inaccessible data reccrds or nodes is left filled until the
aggregate 1s  copied, since 1t dees not abfect operations

upon the aggregate.,
Tn additicon to *these four conditions, there ar=z  four
oparations which may have only been i tially ccapleted, but
which writse an Min prograssY  1ndication before they are
started. These¢ are the operaticns of splitting a directiory
pagz or 4data group, deleting a nods, or reconmbinlng data
grouprs. The completion of these cperations 1s performed
Integraity 133



automatically without +the knowledge of the user and lszaves
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aggregate with consistent data. The 1integrity of the
aggregate 1s malntaipad at very litile cost in tarms of

extra data transfers. Occasionally, the ordering of pags
writes causes 2xtra transters in order to maintain ordering
across two successive operatiocns. In addition, sach of  the
tcur operaticns maentioned that use "in progrsass” indica-
tions, written pbeifore the operation, and clesarsd after the
operation, <reguire cnly two extra transiers to perform this

action,

Since an "aggregate in use®™ andicaticn 1s  provided to

indicate uses ¢f the aggregate which were terminated apporm-
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ally, a mwmeans does exist all of the unusual
conditions mantionad above auvtomatically. When an aggregate
is opened, this indication can be checked and a special
routina may b2 called if the previous use of the aggregate

Was not teruminated normally. This srpecaal rToutine may

pertorm a validity check of the aggregats
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the four unusual conditions Wwhich may have occurrad.
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th2 user will be ©protacted couwpletely against

system failures; the last cperation peling performed may not

have completed, But the aggregate will be consiste

unusual evants will occur.
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It was stated when the features of the file systsam wers

Q

discussead, that there were +two mwmajor concerns akbout ths
practicality ot such a file system. The tirst of these was
a concarn about the integrityv ¢f the usexr's data, which has

been discussed in chapter 5. The other concern remaining to

F

of

ot
o

discuss 1is tha pericrmance of the file system, If

ot

the file syster wers to
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n

tly to cperate, then 1t would

have very limitad usetulness, daespite the power and ftlexiki-

lity of 1its featur=s, This chapter, then, discusses thea

]

cost of using tas NAM file

6]

ystem, as 1t 1is used hy thsa

32
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TES editor,

The cost ¢t previding the direct updeting and hierarchic-
al support occurs mainly in twc areas. The first of these

1s the extra space required %¢ store tha data. in a regular
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regquired 1s that for the actual recoids. In NAHK, dus fo

fragmentation, and to allow for expansion, ayxtrTa space 13

used, The second mwmajor cost 1s that of tane input/output



Chaptaer b

The wain emphasisz will bese a comparison of the costs
incurrad by NAM, compared tc those incurred by a standard

copvaing editor., EHmpirically gatherad statistics, collected

F

by NAM 1n a 3pecial area of be first ©page <¢f each
aggregate, will b2 used, rather than attempting to study
analytically the file system operations, siice most of the

costs are very dependent upon the usade of the facilities by

Z - i

-~

the editor. The statistics used were gathexred from 30

aggregates which wers in use at cne time during cn2 typlcal

<
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day. It should be noted that these gtatistics gi

or providing those tftacilities us=a2d by the MANTES =2ditor;
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Cther ussrs o tile system, 1f any, might utilize ths

teatures of the tile svystem in an 2nitirely different manner.

b.1 SPACE OVERHEAD

The space used Dby NAN can be divided into four ars
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25,
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e space occupied by fixed tables, such as

1

the free space map, the space occupled by directory nodes,

the space required for data records, and uncccupied space
used LOT expansicn purposes.
Starting with the space used for fixed tablss, part of



the first pags of the aggregate is used to contain +fhres

tixed groups. These thrse groups are the free space nap,
the hash taple, and an area used tc¢ contain statistics on
the aggregate usag=, Thig statistics group occupies 236
bytes while the tree space map has as many bytes as  ihere
ars pages allocated to the agygrsgate, The hash table

occupies 309 bytes for the fixed table portion, wplus thres

i
]
Q)

byvte per node in the acgredate for the variable portion

Thus the total fixed table size can be givan by

236 + 30% + npage + 3¥nnodes byt

0

{

“"npage’™ 18 the number of pages allccated
Ynnodaes” 15 the number ¢i neodss

One page 1s the maximum space that thessz tablss wmay occupy

since NAN do=2s not allow them to overflew to ancther page.

Considering next the storage of the nodes of the hierar-
J J
chy, =2ach node consists of a flag byte, a list c¢f sons, a

tist of fathers, a nanpe,

O

s2t  of passwords, & st ot

these fields <ccnslsts o©f a ¢ns-byte lengih plus the fisld
its2l1lf, giving a *otal size Icr a ncde ot
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T o+ 2¥nsons + Z2%nfath + Llname + lpass + lattr + index

"nsons? 18 the number ot sons {2 byt es 2ach)
”Dfatﬂ” 1¢ the number ci fathsrs (2 bytes =ach)
"lpama" 1s the length ¢if the node nam=

Plpass"™ 1s the length ¢ the QassquLd intormation
"latir" 1s the length of zany atiributes

Hindex™ 1s the index tc the records

The value of "index can be computed by;

nindex * (3 + lavgil)

Hnindex? is i

he number c¢f data record groups

"lavgiY¥ 1s the avserage key length

Since 1t is difficult to estimats the values for fields such
as "nsons?, "lname", etc, the enpirical figures mnav ba
examinec Lo S22 how long the nodes are on avarage, Locking

at TABLE h.1, thz average length of each of the 2,586 1cdes

15 33,3 bytes. {This length 1
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ragulired 1n the page to contain the offset and lengih of the

group containing the node).

Performance 138



Chapter 5

NUNMBER CF NODES 2,588
L CGCCUPRPLIED BY HOD

SPACE S 99,074 BYTES
AVERAGE NODE SIZE 38,3 BYTES
SPACE OCCUPIED BY DIR PAGES 199,334 BITES
UNUSED SPACE IN DIR PAGES 100,320 BYTES
% OF SPACE USED IN DIR PAGES 49,7 %
NUMBER OF DATA RECORDS 211,812

SPACE OCCUPIED BY RECORDS 8,963,129 BYTE

AVERAGE RECORD SIZE 42,3
SPLCE CCCOPIED BY DATA TAGES 10,816, 320
UNUSED SPACE IN DATA PAGES 1,853,191
% OF SPACE USED IN DATA PAGES B82.9
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SPACE OCCURIED BY FIXED TABLES 19,545 BYTES

TOTAL SIZE OF AGGREGATES 11,035,200 BY
TOTAL UNUSED SPACE 1,953,511 BYTES
% OF SPACE UNUSED 17.7 %

SPACE OCCUPIED BY ENPTY PAGES 4,970,432 BYI

T
TOTAL SPACE OCCUPIED 16,005,632 BYT
% OF SPACE IN EMPIY PAGES 31.1 %

»
G

[

However, th=ase nodes

j

ol

rg placed into their own dirsecitory

,
0
e

pages, 2ach with Unusead fragmentation and e£xpansion space,

The row entitled "3PACE OCCUPIED BY DIR  PAGESY givag tha

totali number of ytes o©0f usaple space in tna directory

(o3
4]

rages. Thilis space2 1includes any space laft ovar from the

fixed tables 1n the first pac

)

of the aggregatss, sincs £his

space 1s usable tor storing nodes of the hi2TATCHY. Thea



next two rows in the table indicate that only 49.7% of this

directory vpage space 15 actually usad for data; the rest is

lett available tor axpansion. This somewhat low utilization
is dus to tuo factors The rirst 1s that each dirsectcry

page can hceld approximately 100 nodes; ssveral of the

aggragates only

3

CS828

[0

s a small number of nodes but rTeguire

a full darectory pade to hcld them. In additicn, HAW dces

1

not racombing directory pages after nodes ars deleted; it
possible to delete a set of nodes and leave a directory pags
with only one node in 1%, In any cas®, the important

statistic 1s that the 2,585 nodas occupy 199, 334 hytes of

The third set ct data occcupving space vyithin an aggragata
is that consisting of the data records themnszlves. Turning

agailn to TABLE 6.1, it can Le seen that thers wers 211,872

1

reccrds cccupying 58,963,129 bytes of storage {including th

[

record keys and control informaticn), for an average of 42.3

bytes of storage par record. These records ware contained
in pagss totalling 10,816,320 Lytes of space, tor a utiliza-
tion of 83%. The rewmaining 17% of the space contains +*he

sy
3

agumzntatlion and for

I

unused spacs leoft 1n each page dus to

2Xpansicn puUrposss.
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Chaptar 6

Totalling theaess figurss gives an overall figure of 17.7%
unused  gpace within the aggregates. In addition, it can bs
noted that the 199,344 bytes occupizsd by the nodes of +he

hierarchy comprise less than 2% of the total space occupied,

¢t

Summarizing these tfigures 1t can bs said that the cost in
space of supperting the hierarchy 1s vary low; even thcugh

the directory pages ars less than 50% utilized, the hi

D

ra
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f

chy occurpies less than 2% of the total space used.

The support for direct updeting 1S not gquite as cheap,

however, 4 copying  editer could presumaply  stor
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the

s

records in the sawme 42.3 bytes each (approximatelv the sane

4

amount ¢f control infcermatlicn would be neadsd), but since a

nent

copying editor us
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the 17% ot unused space ccould be 2liminated. This 17%,
then, is the extra space cCcosSt reguire by the direct

updating =t

oy

pport provided by ths HAR file systan.

One preblen  that NAM shares with other file svstems is
with the allocation ot disk spacse %0 aggregates, The
particular operating system usad, IBM's OS5/V5 systen,
hls file, The operating system thapn atitenmpis o allocats

the specitfisd amount, <Called +*he primary allocation, of



space contiguously on disk, tc minpimize the disgk seak  tines
when accessing sevseral parts of the tile in gequencz, In

addaition, the ussr mpust specity a size by which the file
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will be exitzsnded if insutiicient space

allocation, (However,
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s1ons are allow=d)., Unfortumately, miuch sSpacs 1is wasied by
overestimaticn of the 1initial sSpacs Treguitrenen

amount of such space unused but  allocated 1n  the samnpled

b

aq ;ates 13 i1ndicated in the column "SPACE CCCUPIED BY
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EUPTY PAGES™, in TABLE 6,1. GCver 31% of the total sgpace
occupied by the aggregates was due t©o thls ovsarestimaticn,
In order to allaviate thlis vaste c¢f space, HNAM returns an
indication at ol
many ifree pages, more than 25% of the total s
aggregate, and has besn in existence for a r=2ascnable tiune.
{Cbviously nessades should nct pbe given tor new and there-~
tors engty aggresgates). The user may then copy the data

from the aggrsgate to a swaller cne, or he may use a special

k».

command {added since these statigitics werse gathered), which

e
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urns empty pages to the cperating system leaving only &

specitiad percentage ol free space, Ip fairn2ss, it should
e wmentioned that this problem exists fLor all users of
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allocate single blocks to files as they are needad, albeit
2 1

witnh longer seek times to access blocks of the files,

The second major cost in a file system such as NAM 13 the
numper of data transfers reguired. As mentioned previously,

these accesses are vary

D

Xpensive; they are very slow when

compared to prcocessor speed and a limitaed numoer of such
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accesses may be pertormed pel uni
IBM 3350 disk drive takes an average O0f 30 milliseconds *o

access a data block., Thus cnly apout 30 disk accesses may

’D

be performed per second, on such a deavice Tn  addition,

there are many other users c¢f the disk units; usSer prograns,
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other data files, and system virtual memoTvy pagss ars
stored on disk as well. Thus it 15 iwmpocrtant +to wminimize
the number of data transfers needad, as too large a numger

of such transters could make the file systam uanusable,

partacutarly .na time-sharing envaronment where Iast
respense to reguasts 15 necessary.

Some genaral comments about the statistics presentad  ars
regulired. TABLE 6.2 pressnts statistics on the usags of ths

thirty  samplsed agyragates,



Chapter &

cates the cuwmulativse life o©f the aggregat: ured  iIn

number of dayvs of axistence, whils the row entitled "NUMBER
CF OPEN ACCESSES" indicates the number ¢t times aggregate

opens ware 1s35u8c
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of thes table give the nuober of times =sach of the
file and rascord cperations uere 1ssued. Untortunately, the
number of data transiters pericrmed for sach specific fil=s
systenm operation cannct be measured; NAM doss npot write
changes to data back to disk until 1t is reguired to, =ither
because the main memcry 1s needed for cther data, or %o
ordar page writses tc malntain integrity, or bsecause the user
issuRs a purgs reguest

out, Thus a givsan

sevaral operaticns;

=

CL

@]

spacl write and a sSpecific c¢psration. In addition, 21t
should be mentioned that these statistics include the writes

pertormed owing to the MANIES =editor performing purging

commands. It 4

U1

s1e5 a purge operation to cause the aggrsg-

ate to be kept up to date atter each editing coummand, or

atter every 10 new rscords added to The agdgregats, Thus th=a

givan statistics anclude data transfers issued sclely for
the purpcse of Keeping agygregates up to dats to protect

against loss of data 1n the event c¢f systenm f[axzlures,
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AGGREGATE DRYS 4,174
NUMBER OF OPEN ACCESSES 8,174
NUMBER CF READ TRANSFERS 223,205
NUMBER OF ¥WRITE TRANSFELS 209,814
TOTAL INPUT/CUTPOT TRANSFERS 493,019

YEBER LOCATE OPERATIONS 509,832
EATE LE 5,442
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NAME LE 791
MOVE FIL 177
ADD/DEL ATTRS & PASSUHDS 1,500
TOTAL F t JT’LFU&'T’IC’Jh 520,771

QO @O m R WO

P
-

=
= e

TOEY PAGE S5FLITS 31

ot
=
e

o
w3

MBER OF POINT OPERATICHNS 602,895
ERT RECORD 632,440
LETE RECORD 463,470
PD 1
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RECOED 9,413,047
RITE RECORD 135,865
’uNUMBEL RECORD 1,304,003
TOTAL RECORD OPERATIONS 12,592,160
NUMBER OF DATA GROUP SPLITS 1,016
NUMBER OF GROUP RECONBINATIONS 815

oy

- TABLE 6,2 NUMNBEE OF OPERATIONS -

Examining the statistics, 1t 1 evident that thse fils

operaticns ccmprisse only a swmall proportion of  the total,

which d¢ not make any changes ¢ the aggregate. Thus the
most expensive  0perations 1 terms of inpput/output cost,



hose which manipulate the hierarchy, 4¢ not SoRDrisse A

signiticant preportion of ths overall total. Thus 1t 15 not

important that each such file wmanipulation opsration may

-

take gsaveral data transters to ccmplets=,

The total number of coperaticns 1ssusd was 13,072,931
using 493,019 data transters, giving an averags of 26,5

operations per data itranst

(]

r. This fairly high average 1s
due to Tthe large number of times an &d1ting operation reads
the entire rils, or a large parct 1it. Ovaer /0% of the
operations wars read Tecord ogerations., Turning to TAHELE

6,3, it can be seen that the reasccrds wers blocked at  an
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rage of 44 records per group. Thus an averagygs of #44 read
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"ations  per data transiter would occur duraing the reading

of ftiles.
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cost ot
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To corpare tf ng using HaAM to fthat of a

copving editor, the following Ccowmparison way be made, USing

the

6]
w

san average vrecord length, #2.3 byites, and the sans
pagesize, 3b48 bytes, as HNAM, a seguential file as used by a
copying editcr can fit 86 teccrds in each block, Thus the

and frcom the intarpal work
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opesraticns to copy the
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f1le operate at a spead of 8B6 such r=zads or wrlites per data

Ty

n that
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transfer, Locking Dpack at TABLE 6.1, it can

SE2E
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there were 8,174 agglegate crens., Thus, dividing this into
t+he tc¢tal numbsr o0t +transters, 493,079, there were 60

transiers per open aggregate, It each such aggregate open

.

jon]

correspended  to an  edit  of a singls fils uSing a copving
editor, then, ignoring entirely the cost of handliing the
internal work tfile, +to achieve the same or bhatter input/
output cost, the copying editer would have tTo use H0Q  or
feyer +transiers per file edited, With a blocking factor of
86 records per block, 60 transfers allow +*the accessing of
slightly more than 5,000 records, Lut since =2ach record has
tc be both read inftc the temporary f£ils and then written
pack, the 60 transfers would only allow tor a file of 2,500

records. Thus, while NAM made accesSsss to 6,174 aggr=sgates,

-

each containing anp average c¢f 7,000 records, in cnly &0 data

transtiers pe
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ccess, a copying =ditor with the Same size

records and blocks can only  Just panags O accsss 2,500



records,

without

Chapter &
performing any editing ¢
any transfers nacessary to
the same 60

1le 7
Thus the

«

editing

ingut/output cost
can be

to us2 HAM for source  fils
summarizad as fcllcws. On the 30 aggregates
sampled, NAM storecd an average 0if 44 records per group, thus
giving an average of 44 operaticns per data transter, for
Sequential c¢perations. This 1s twice as slow as a standard
sequential Iile using the same record length and pagesize.
Including all cperations, allowance for the directi accessing
and updating of records and fiies reduced the figure to 26,5
cperaticns pa2r data transter. Heowever, for aditing, the NAX
system is much cheaper tl Of sedusntial Liles with
@ <opying 2ditor, since the numbsr of transters reguirsd to
copy the files for a copying =editor 1is greatsr than the
transters reguired for NAY to perform the editing, using
comparably sized files. In addition, the cost oif aditing
using the NAM ftile system is ncet a function of the number of
files o©tr records in an aggrsgate, ' £ a 11 i
approximately ths same numbser  of
there are a large number O0f records and
the time to accass a rsecord fron
constant, Accessing a racoerd r¢
ndex entries, followad

of

group
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containing the record. Howaver, in a copving £ditor, ths
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number c¢f records 1n a file 1is doublsd, then the npumbsr of

and
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transters tTo copy the file in to the tamporary work fil
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back i3 doubl=ad, Thus the relative advantags of NALH
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ncreasss as the number of records the usser wishes tce handle
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peintars, ths
groups, the unus2d space, fthe password schems, and SO0 0On,
Since the majority of operations raguestsd of NAYM are rscord
read operations, these have besn opitimlzad in ferms of
processor time in NAM. Examining TABLE .4, it can bs sSaen
that 166,848 resad operations ware performed in 24,2 secaonds

0of pvrocessor time, for an average of about 7,000 reads per
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4 updating operations

=z

executaed at an average time cf approxiwmately 4,000 opera-

tions per sacond. To give these filgures scme meaniang, the



5ic saguential access

ot ronghly HO 4

alnocst 10 slover at read

system, and 1s

again performing updating opserations. Howevser,
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Chapt
seconds of processor time; thé¢ user who wishes {C D2r
such an opsaration may have to wait for some tiwne besiore
operation is complated. ﬁ

NOUMEBER OF READ OPERATIONS Te6,843
PROCESSOR TIME TAKEN 24,2 SECOHDS
AVERAGE RATE 5,894 /SEC
HUMBER OF WIYED OPERATICNS Bu, 324
PROCESSOR TIME TA{EN 27.2 SECQHDS
AVERAGE RATE 3,506 /SEC
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cost
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for the progranms
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thesis, {(NAM also

ing system files,
of 65,000 bytes 13
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som2 are larger.,
t¢  suppert  2ach

assocliated  %ith the files systen Ls
2Ty reguired tc run tha fils systen.
approximatéely 110,000 bvtes of main neg
heamselves, but only approximataly
To provids the tunctions wmentioned in
provides management for standard ope
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Chaptsar 6

supplied file systens and NAM use approximately five tluss

the pagsesize for m=2nory buifers. Thus NAY costis approxim-

)]

ately the same amcunit for wmain w©e2mO0ry occupancy as  the

{

standard file systems,

The pertormancese of UA¥ may be summarized in the following

b

t
O

nanner. NAYM usS2s moré seccndary storage spaca to store
user's rscords than a sSeguUential fils could., In fthe tharty

sanpled aggragat

ot

®

93]
B

approximately 17% axtra space was used
to store ths e@xtra control dintormation and %o provide

tore the

o

e@Xpansicn space ovaer the $pace necsassary Lo simply
records, As far as input/outpuit cost, for simplyv processing
records sSegusntially, NAW 1s approximately twlce as expen-
sive as a seguantial Iile systen. Howevar, for editing

purpceses  NAM 13 cheape crdsred
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files; the larger the amount of data +tc¢ Dbe handled, thea

ch
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par  HNAM 1s, compared to a copying =ditcr. In procsssor
time, NAM¥ 1S consSideraply wmore €3xpensive  than a sinmcle
sequential file systen, But still overall uses a fairly
gmall amount of processcr time, In menory space, NAD uses

approximately +the same awmcunt c¢f wain memnory for data as

standard file systens,



One other comment may be stated regarding the partormancs

of WNAHM, The manuafacturer’s editfing systan whict
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B30-bvyte records for sourcs

D

n

i

17% unused space, uses less space than the manutacturer's

editing systan
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uses abcut ©3% of the space ussd by the

i

supplied w=ditor). In addition, this highar reccrd
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increases +the difterence in data transiers anccuntered

between MNAN and a copying editor, since the nuwnber or r£ad
0T write oparations per data ftransfer is only approximately
46 as compared with the 86 possible with compresssed rscords,

and used ftor the pravicus comparisons. Thus NAM is

in all categories 23xcept pPrecssser time when comparad
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The original gecal of this thesis was to produce a file

[

d functicns
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gystem wailch would providse significantly @nhanc:e

tor sou

L]

ce fi1le editing systems. A s2t of such =2nhancse-
ments, in a comblnation not =xisting in curvently available
editing systems, has been described in this thesis. Thsase

facilities 1ncluds direct updating, structuring ot files

4

7

network structures versicns coi tiles, password protection
F4 7 b

i

using *the hisrarchy, inherited attributes, and the ability
e L F 7 Az

+

to trea 2ntlre substructures as a single uniit., In addi-

tion, file lcokup by ungualitfied nam2 1s permitt=d,
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s

ures nas

4 file systam including these fea

structed and an editor using all of tThe provided facilities

D

has also psen i1mplenented ty other veopla o yrovida
A I
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enhanced editing functions basesd upon the file facilities.

Both the file system and the editcr are in standard us2 by 2
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recaived frem  the users have pbeen in favour of the sysien;

s0 much so, that nany people vsed ths systaem before 1t was
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users’ data. {It shonld
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te mentioned however, that the eaditing system that was
replacad was not particularly powertul or tlexible)., Fron
the users?! reaction 1t can sately bz said that +he facili-
ties prcvided are of real use to the gensral user population

and improve user =efficiency 1n 2diting. In this raspect,

1

the design has been an ungualified success, although much of
the credit for the users' acceptance of the system should go

to the editor design and not the ti

'._._J
4 3]
4]

Mg
n
fus
1]
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s far as the reliability and 1ntegrity of the systen are
concernsd, a nilgh level of reliapility has fteen achieved,
WA¥  has been in rTegular use for one and a half vears apd as
mentioned, at the time of Writing handles data for ApProxim=-

ately 600 users. In that time, s=veral dozen aggregates

have been damaged by the file sSystem in such a manner that
recovery from a backup CcoOpy {user tiles are packed up  €very

night) was necs2ssary., All ci thess damaged aggregates were
the result of coding errors in  the actuyal implemantaticn,
usually with respect o recently implenentad featurss; nons
was the result ot incorrect handling of system failures.
The features provided +to maintaln integrity across systen
failures worLk Well, and thers 1s general unconcearn amonyg *tne
user perulation about the satety of their data, Yith the
pra2vious corying editor, there was much concern over +the

possibility of systen tailures: often atter such a failure



Chapter 7

large amounts of data and large numbers of =diting cowmpands

Now the er? cnlvy concern 13 with

e}
e
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had to e reer

fond
M

the actual 1o

n
ot

time resultaing from the sysiem not being
available during the times ¢t a tailure. As an example of
the reliapility ot NAM, intermaticn about ussrs reguired tor
logging dinto th2 MANTES editing system 13  kept in an
aggregate. Ovsar the nast year, anproximately 70 aillion
tile system opsrations have been lssued agalnst this aggrag-

ate, for an average of approximately 20,000 operations rper

[

day. In that time, =2ven with such hesavy ussgs, and with t

o

U‘

oCccurr

D

number ot systenm failures that ha d, no data within

g

the agygregatée has besen dampaged, In that time, one aissing
pointer was inserted automatically; this was the only effect

od.

1
[WR

of system tailurf=s ovar the on

[

year pe

The cost of the file systerm has been well within

acceptable iimits, ¥hile the processor time ussaed is higher

=
L]
(40}
9}
-t

than for pr2vious editing system, NAN provides di
updating and the hisrarchy support in less space and with

t

O]

war input/output *transters than the orevious systen,
although the space regquired wuwculd have bsen higher had +the
previous systen used comnpressed records. The extra Spacs
required over that needsd bv 3 copying editor making the
pest use of space 13 still reasonalkle,

ing that NAM reduces the tragmentation of
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by the wvery large number of small files that exist whan an

additicn-

4]
o
o
o

aditer supports only a single file at a +ince

al saving not mantioned previously 1s that owing to opzninig

[

fewar Iiles, NAI only regulres ons  oOp

1]

n o an operating

-

system file ©par aggrsgate; a copying editor must open each

individual fil2 as 1t is =2dited. Since thz systen operation

ot locating, allocating, and o©pening a file 1s qguite

L3
\.A)

(l)

expensive, this gain 1s fairly significant.

All 1in all, a greater functional capapility has been
provided without 1ncurring any high costs., Howsver improve-
ments cculd e mads, The tile system, as 1t stands, does
net  yer lwplement gulte all the features mantioned in this
thesis. In particular, versicns of £f£iles have 1not bean
implemanted, although the HANTES editor has supplied the
facility by adding the two mention2d  version numbars as
extra parts of the record key. The ability to havae a tile

possessing both data cords and sukbfiles has not

/]'~

implemented; each node in the hlsrarchy may sither have a
set of sons, or it may contain a set ot data records, out
not  both, Support tor this would probably reguire ssveral
months c¢f implemantation  erfort. Hzavy usags of this

facility wonld cause *the data transf2r cost to

small amount; thers wculd ps mors directory opsrations, and
mors directory pag=es to  handls, In addition, 1f the
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1in very random

cost

N

input/output

tactor «caussd Dby spreading subiiles cut
S. At the current time, records are Kkept

largs groups; subdividing ths files would
r a larger nunrber of pag=ss,

neither discuss=d nor iaplemsntsd is the
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ould be wvery useful Such prograns

and so on., The 1mplementation

e

anothar

sicn 1s net extremely difficult -
nezded to dascribe the relaticns ir the
However, this facility wes not considared

pacause cther rrcygrams,

tOo use the facility,

ns exist in BAM which could limit its use

editing. Restrictions 1n the size of thse

of sons ot 2 node, nuwber ¢f records rer

racords, as laplemented, are not signifi-
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cant for sourcs file editing, but wight vrevent ti

AM 1n other areas; in particular, it could not becomsz

base file syst

(3]
=3

for data processing applications of any

large size (and as mentioned was never intended To) . Futurs

(L

efforts are nesedsd to design a ccamon file system which can

handle beth the editing needs as well as other applicaticns

5

{

without sacriticing toc much efticiasncy for an: particular

applicatiocn,
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apprendix describhes

storing an aggregate, usipg a sSeqguancs
rerining descriptions. The elemant namas

ftolleowing blcck diagrams are degcribed in a

the diagrams.
An  aggregate consists ¢f a set of pagygss
a group map and a set of grcups {as wasll as
as depicted Lelow,
[ T T TR
AGGREGATE { PAGE | PAGE ... |
DO, A =N RS
T TTTTTT T [ M
PAGE | TREE | GPMAP | UNUSED { GROUP | ..
L —— =1 ] . S —d e
T R 1
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S U E 3
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GPMAP | OFFSET | LENGTH |
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zach containine
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APPENDIY A

A group may ke cne of four types, the Irse spacs man group

D

{cccurs only once 1n the first pags of the aggragate), the

{]

hash table (also occurs only cnce), a diractory node group
{one for each ncdg 1n the hierarchy), or a data record group

(on= for esach group o0f data zTeccrds). Ta=a first twoe of

these, the fres spacs map, and the hash table, ars descrilbed
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i E] 1} 1
1% | L | GPTR | HIGHKEY |
L 1 o e d

A group

containing data rTecords has th:

2 format:

YT
RECORD | B | R ls»s |
i 4, 4 ]
A I T 3
R | L | KEVF | RECT | 1 |
R R B T A d
| I B ]
KEYF | L | KEY ]
f IS S 4
i -7 T |
RECF | CL { UL | DATA |
| SO i ]

Structurs

™ e
Luata

45}



The following

diagrams:

AC -~ password access cods

C - user ilnfcrmation idantificaticn cods
CL - conmpresssd length ot rmcord

CATA - ccecmpressad data record

FO - offset of corre pohdlng VH hash list
GPTR - ;rou) address ¢f pointed tc¢ group
HZ - second hash Val34

ﬂlu%(“V ~ highest key in data grcup

REY - key value of racord

L - length otf entry

LENGTH - length of correspoending group
NME - name of node

OFFSET - offisat Oof corresponding group
PASSwORD - encocded pagsword value

UINFO - user intormaticn field

UL - uncompressed length of record
UNUSED -~ unused spacs2 within grougp

[



This appendly gives some ¢f the more coanplex algorithms

o

sed  1nside NAM to give the readsr a flavour of fthe type of

ocessing pertormed. It should b2 notsed that the wriits

o]
L]

4}

command use2d 1n  these sgcripticns  need not naecassarily
Wwrite a page to disk - 1t merely marks the page for write

back to disk and @nsures that when pagses are written, they

will b2 written in the order in which the write statenments

In the tollowing algorithms, an indication is writiten out

r

betore +the operation 1s started and is clearsd atter the

i
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ey
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nletes, If the system weise To taill during

IR M £

)

don o .
L Lion 4=

operation, than whesn operation 1s resumed, the indic

{

tested and control 1s returnsd to label "reentrv® in =2ach of
these routines. ALl subseguent actions must bhe ahle to cops
with the possibility that +their function was completed

nermally batore the system tallure, since no information is

W

}

known as tc¢ how far the operation completed betfor
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system railurs,

193]
)
’q
ze]
?_.
D
Frap
fni
o)
O
™
}u
i
Ly
=3
in
—3
o
W



DELETING A NODE

The delete oparation is used +to deletse a nods from the
hierarchy, Deleticn of =ither ths root node, or a directory
ncde 1s not allowed., If the nods is a network nods, {i.=.
it possesses more than one fathsr), +then the node itsel:
remains; only the link to the given father 13 removed. For
a data nod=z, all of the data groups waust bg ranovad. In
this c¢case, a delete 1n progress 1ndication 1s used, since a
system failure cculd leave much lost space 1f  uwe w=2re to
remova2 ths 1index, but not completse the renoval of the data

4
groups bhefore the system failed.

£1

if node 1s a network node then
delets son to ftather pcinter;
Wwrite altered node to disk;

delete father to son
Wwrite father node;

211t node has no data records then
deglete son to father pcinter;
yrite altsred anode;
delet2 nodes itseli:
write page with deleted node;
else
¥write first page with delste ind
reantry:
delete index from node;
for each data grouv gdo
delete data group irom page:
Write page containing delsted
gnd
¥rite first page with indication
ti

pcinter from

fathe

e
oy
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APPENDIY B
SPLII_DIRECTORY PAGE
To =split a dirsctory page, the routine is given the numbsr
of the ©page +to be split. It divides its contents evenly
over the given rags, and a tctally empty page, Then all
noda&g which point t the nodses which vere moved must havs
their peinters adjusted to reflect the new addresses of the
rovead ncdes, Since there 1s no ordering of page writes
which would always leave the aggregate in a consisten* stat e
{as long as network nodass can =xis t) a split  in  progress
indication 1s us2d to handle the possibility of a systen
failure during the opsration.
origpags = number of page to be split;
newpage 1= number of an empty page;
middlenode := ncde closest tc middle of pags;
for each node "a" higher than piddlenodz do
copy "a¥ to page newpage;
alter hash table (in-core copy only};
2nd
create group map ftor copied nodes;:
yrite page newpage;
¥rite first page with split irndication setg
reentry:
for each copred node a" dgo
for each ftather of ¥a” do
alter corr. son polnter tc new address;
end
for =sach son of "a de
altar corr, father peinter to nevw addrass
2nd
adjust in-core tables;
2nd
#write all changed pages;
for =ach copiad node "a' dg¢
remove "a'" ftrcm origpage;
adjust group map in origpage;
end
Write origpages to disk;:
clear split in progress indicaticng
#rite firpst page with split indication cleared;
Sample Algorithms 167



Splitting a data group is dore in c¢cne cf two ways, in  orvder
to trv to maximize the si1ze of the data groups. If the
group to be split is fairly swall (less than 1/2 ths sizs of
a page), then rather than splitting it into smaller pilsces,
an attempt 1s made to find a page with at lsast 1/2 again as
much space as the group pcssesses. It such spacs 2¥Xists,
then the group 1s not split, but is merely moved to the nay
rage. Otherwiss, the page with the most fres space 1is
cbtained, and the group is split into +two portions. Note
that 1t 1s possible to «c¢rder the write ogpsrations to
maintain intsgrity; NAN uses a split in progress indication

just to preveant any possible loss of space.

i1f split grcup < 1/2 pagesize
it page uith free sp >= 3/2
i3 found h?n
cOpY SE;1+ roup tc newpagea;
Hrite ngpaqe to disk;
alter index to point to new location;
writz altersed 1index;
remcve cld copy Oof grcug;
write old page with group deleted:

1

[¥]

k_‘l
N
(]

group Si

return
ti '
i
middlerecord := record closest to nmiddle ot bag=s;
newpags := page with greatest amcunt of free sp;
for eacn record "a"™ higher than mpiddiersecord do
- copy a' to newpage;

yrite newpage to disk;

write first pagse with spiit 1n progr2ess indication:

n
3]
©
s
o
[
< |

L3

locate index ftor files

add new 1indsx entry to index;
write altered index;

remove copied reco:ds;

Write oldpage

¥rite first page with split irdication clearsd;

o

H
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O
4
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APPENDIY B

DATA GROUP_RECOHBINATICHN

The data group racowrbination routine 1is entered after a
record is deleted, Its funcition 1s tc  tr to recombine
adjacent (in seguencs) data groups which are very small inthd
large qgroups. The group trom which a record has just been
deleted is chackad with the precsding {in segqguancse), and
followiing groups +to see 1if thers is sufficisent space to
recombing 1t with either of these groups. Again, a reccmbi-
nation in progress indication is used, to¢ guarantes intagri-

ty across a systenm ftallure,

delsize := size of group being recoambined;
precsize = size of preceding grcup;
rollsize := size of following group;

if delsizs + precsize fifs inside precpage then

combpage = pracpage
21if delsize + toliawze +1 inside fcllpags

combpage 1= tollpage;
ti
1tf combpage -= 0 then
grite page one with recombination indicaticn;
reentry:
copy dalgrcoup records 1nto comrbpage
g;&ig combpags with new records;
locate index entry pointing to delgroup:
ﬂ@lff ilndsx ontrys
index tTo disx;
delgroup;

-

write delpage with delgrour deleted;
¥rlite page one with recombination and, cmoved s

Sample Algcrithaos 169
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